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Aufgabensteller: Prof. Dr. Bry, Dr. Zimek, Dr. Schefels
Betreuer:
Dr. Schefels, Dr. Zimek, E. Schubert
Abgabedatum:
26.10.2016

Erklärung
Hiermit versichere ich, dass ich diese Bachelorarbeit selbständig verfasst und keine anderen als die
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Zusammenfassung
Im letzen Jahrzehnt wurden auf der ARTigo Platform beschreibene Tags für
historische Kunstwerke mit der Hilfe von verschidenen ’games with a purpose’(Spiele mit einem Zweck) gesammelt. Mit Hilfe des Erstellungsdatums
der Kunstwerke, werden in dieser Arbeit kunsthistorische Events ermittelt.
Dafür wird die Verwendung der einzelnen Tags über die Zeit untersucht. Um
die Events zu lokalisieren wird eine Änderungspunktanalyse durchgeführt. In
dieser Arbeit werden die nötigen Schritte besproschen um die gesammelten
Daten in ein geignetes Eingabeformat für passende Algorithmen zu konverstieren. Der Hauptfokus liegt dabei auf CUSUM Algortihms so wie der offline
Änderungspunktanalyse. In diesem Zusammenhang wird die Annahme einer
Normal- und Log-Normalverteiltung, sowie der Einfluss der Varianz in diesen
untersucht. Die Ergebnisse werden mit Ergebnissen vom Signi-Trend Algorithmus verglichen. Am Ende bekommen Kunsthistoriker die Möglichkeit die
Daten selbst zu analysieren. Dazu werden die Algorithmen in das ELKI Framework implementiert. Außerdem wird dem Artigo Analyse Center Komponente
für Änderungspunktanalysen hinzugefügt.

Abstract
In the last decade the ARTigo platform collected descriptive tags for historic
artworks through the help of different games with a purpose (GWAP). Using
the additional provided creation date of the artworks, the goal of this thesis is
to detect events relevant in an art historic context. To achieve this goal the
relative amount of distinct tags is analyzed over time. Locating the events
is accomplished with change point detection. This thesis discusses the necessary steps to format the collected data into an input format suited for change
point detection algorithms. The main focus lies on the CUSUM change point
detection algorithm and off-line change point detection. Furthermore the assumption of a normal and log-normal distribution as well as the influence of
variance is evaluated. The results are compared to the trend detection algorithm SigniTrend. In the end art historians get the option to analyze the
data themselves. For that the used algorithms are implemented into the ELKI
framework and a new component is provided in the ARTigo Analytics Center.
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Chapter 1
Introduction
Today many of the leading tech-companies are using advanced techniques in
computer vision as apart of their products. Especially face recognition is a
part of many applications and devices. On top of that even object recognition
is possible in more and more situations. Despite that, there are still cases
where computers cannot locate or extract desired information from images, be
it because of the lack of available data, processing power or absent of applicable
algorithms. The reason often lies within the fact that computers do not posses
the same computing abilities as humans. An artificial intelligence with the
same abilities as a human brain is yet to come. An example of a popular
problem where computer vision reaches its limits, is the processing of paintings,
especially historic ones. A human is capable of recognizing all the contents of
such artworks without much effort, but the results produced by computers are
often not even close to results achieved by humans.
As an attempt to solve such large scale computer problems Luis von Ahn
introduced games with a purpose, also known as GWAP [vA06]. These games
are played by humans. While playing, the information which can easily be
computed by a human, but is hard or impossible to compute for a computer,
is collected as part of a game. With a correct construction of such a game,
it is possible to collect and produce data which would not be possible to get
with computers alone. An example of such a GWAP is the ARTigo Game on
the ARTigo platform1 . ARTigo was developed as a part of the play for science
project of the Ludwig-Maximilians University Munich2 . The main intention
of ARTigo is to generate tags for artworks. This is achieved through different
games which let humans tag displayed artworks. The games are constructed
in a way to find the best fitting tags, in other words to find the tags which best
describe an artwork. Since its emerge ARTigo collected tags for over 60000
1
2

http://www.artigo.org/, Accessed: 2016-10-22
http://www.play4science.uni-muenchen.de/, Accessed: 2016-10-22
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artworks. The main propose for image tagging is normally to make it possible
to search for images with a certain content or kind, or cluster images with
similar content. But the artworks in ARTigo also posses additional information
in their meta data. This is very interesting in a scientific point of view.

Figure 1.1: Relative amount of artworks tagged with LANDSCHAFT (engl.
landscape), period of 1750 to 1915
The data collected by ARTigo contains besides the user generated tags generated by the GWAPs the creation date of the different artworks. Because of
this situation the data can be plotted and analyzed over time. Figure 1.1 shows
the relative amount of artworks tagged with LANDSCHAFT (engl. landscape)
for the period of 1750 to 1915. In this figure a decline of artworks tagged with
LANDSCHAFT can be observed between 1825 and 1850. This leads to the
question if such a change is statistical significant and if the answer is yes,
can art historians generate insights for their research with this information.
Maybe it is possible to explain this change with known events from studies
in art history. Art historians try to relate historic developments with the displayed content and drawing techniques of artworks. After looking at Figure
1.1 art historians could be interested in the question if such changes exist for
other tags as well. Generally speaking, it would be a great achievement if it is
possible to locate historic developments in art or confirm, maybe even identify
unknown, historic events with the help of the tagged artworks. Furthermore,
if such an event is identified, is is possible to quantify it.
The areas of statistics and data science provide techniques and algorithms
4
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to analyze such data and to find changes in time series. Such will be introduced
in this thesis.

1.1

Scope

This thesis describes how to find the answers to the questions risen above
namely if events in ARTigo can be identified and quantified. It provides the
needed theory and algorithms to detect and quantify events in the ARTigo
data. To do that explanations of the different steps which are data preparation and enrichment, model choosing, implementing of the algorithms and
application and evaluation of the algorithms are given. As a part of that an
overview of the basis theory of change point detection is provided. Additionally
different change point detection algorithms are introduced. These algorithms
will be implemented, applied and evaluated on the ARTigo data . Finally, the
insights are made accessible over a web interface.

1.2

Outline

This thesis is structured into the following parts.
Chapter 2 gives a short overview of related work in change point detection
and other relevant fields.
Chapter 3 introduces the different frameworks and platforms used in this
work.
Chapter 4 contains the different steps of the data preparation. This process includes data collection, data extraction, data exploration and data enrichment.
Chapter 5 presents after a short overview of basic theory in change point
detection, different detection algorithms.
Chapter 6 applies the algorithms to the enriched data set and discusses
their output and influence of different properties.
Chapter 7 summarizes the work, gives an overview of open questions and
future research options.
Additionally a DVD with all relevant implementations of the used algorithms is appended.
The appendix provides information about the different implementations
done in the scope of this thesis.

5

Chapter 2
Related work
This thesis tires to find events in the data obtained in ARTigo. For this algorithms for change point detection in time series theory, broader spoken, in
sequential analysis are used. Time series theory is a big field with many different sub disciplines, many of them are related to change point analysis. Besides
change point detection there exist other approaches for detecting events in artworks. These are located in the field of computer vision and classic art history.

2.1

Time Series Theory

Change detection in time series is a topic that has been studied in statistics [AT15], control theory [Lai95] and signal processing [GG00]. The subject
was firstly introduced by E. S. Page in 1954 [Pag54]/1955 [Pag55]. There exists a big collection of extensively studied algorithms to choose from. Many of
these try to solve problems which are not present in the data analyzed in this
work. Change point detection is often used as part of predictive frameworks,
for example in the area of stock market analysis [OK02].
Control theory Change point detection in control theory wants to detect
changes in running processes and is used for quality control and fault detection [Lai95]. Such processes are often business or manufacturing processes,
for example the amount of completed tasks or the fault rate in a running line
production. It is important to detected changes in a running process with a
low detection time and a low error rate (detection of false positives) so authorities can react fast. The distribution after a change is often unknown. Basic
procedures in statistical quality control are Shewhart’s Control Charts [She25]
or moving average charts [Pag55]. The later ones are also used as part of the
basic idea for an algrotihm in this thesis. The research moved on to generalize
likelihood ratio methods [WJ76]. As the basis principles for detecting a change
6
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stays the same they are also used in parts of this thesis, but many of the additional properties of such algorithms are not needed. The data analyzed in
this thesis is of a completed process and the detection time as well as the error
rate does not matter.
Signal processing The algorithms used to detect changes in signals are
often domain-specific [GG00]. They focus on the different types of signals
like audio signals or heart rate. They try to optimize the change detection
for a specific signal. The areas depending on change point detection in signal
analysis are state estimation, where change point detection is used together
with Kalman filters [HN00], and fault detection [Ger98]. Similar to quality
control it is important to locate the fault fast with a low detection time. After
a detection, isolation methods are used to identify the origin of the fault.
Predictive analysis Predictive analysis is one of the most popular techniques used in time series analysis. It is a common use case to predict the
course of a time series in the future based on past observations. Algorithms in
this area often use change point detection as part of a multiple phase model
[OK02]. First change points in the available data are detected, similar to as
it is done in this thesis, and then futures ones are predicted. The prediction
part is done for example with the help of neural networks. Such algorithms are
designed to factor in different properties of time series, especially in the area
of stock market analysis. Such properties are seasonality[WSM15] and short
and long term periodic fluctuations. The time series inspected in this work do
not posses these properties.

2.2

Other Approaches

There are other approaches for detecting event or changes in artworks of different creation date not depending on a time series. These are among others
from the area of computer vision [WFC+ 09] and art history [Wöl12].
Computer vision As mentioned in the introduction there are no good
enough algorithms for processing artworks yet. Still there are attempts to
create such algorithms to categorize artworks based on information in the
artworks[WFC+ 09]. Currently, the processed information used is low-level,
pictorial information. There are no good solutions to process higher leveled
content information. The goal is the identify properties after which artworks
can be categorized into art periods. The researches want to find ways to categorize artworks into the periods describes by art historians. It may be possible
7
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to use these approaches to find additional similarities between artworks of a
given time periods. These algorithms already work well for detecting differences in drawing techniques and used colors in paintings. The drawback lies
within that only small pieces at a pictorial level can be analyzed, interpreting the whole painting is not yet possible. Furthermore it is not possible for
a computer to detect human attributions like expressed emotions in an artwork. Because this information can be present in the form of tags which were
generated through human input the methods presented in this thesis gives a
possibility to also categorize complex elements.
Art History Of course the results created with the insights and tool created
by this thesis should mostly be in accord to the research done by art historians for over more than 100 years. Art historians try to characterize different
artworks into periods as part of their research and describe what let to development of one period to another and how this is represented in properties of
the art [Wöl12]. Analysis of such caliber go several steps further of what is
done in this thesis. There is the big contrast between experts looking at the
artworks and the impressions from players who are describing an artwork as
part of an game. Insight of this thesis create merely a possible tool for art historians to find new rudiments in their research or confirm past research. One
new insight obtained with the help of this thesis can be a more generalized
look over large time periods, because art historians are often focused only on
a few periods in their research.

8

Chapter 3
Platforms and Frameworks
This chapter gives a short overview over used frameworks and applications.
For the implementation and execution of the algorithms the ELKI framework
is used. The data to analyze was created in ARTigo. Lastly the results can be
inspected in the ARTigo Analytics Center.

3.1

ELKI

ELKI is short for Environment for Developing KDD-Applications Supported
by Index-Structures. Taken from the website[Elk] of the project:
ELKI is an open source data mining software written in Java. The focus
of ELKI is research in algorithms, with an emphasis on unsupervised methods
in cluster analysis and outlier detection. It is designed to be easy to extend for
researchers and students in this domain, and welcomes contributions of additional methods and already provides a large collection of highly parameterizable
algorithms.
ELKI can be invoked from the command line or over a graphic command
line builder interface. Figure 3.1 shows the standard interface used for building
the executed command line command. It is possible to select from all available
algorithms and configure input and output format as well as the parameters
of the algorithm.
At the start of this thesis ELKI had no implementation of algorithms for
analyzing time series, therefore also no algorithms for change point detection.
As part of this thesis the presented algorithms in Chapter 5 were implemented
into ELKI.
For more detailed information about the implementation and how to use
ELKI see Chapter 5, Appendix B and the DVD.
9
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Figure 3.1: EKLI command line builder interface

3.2

ARTigo

ARTigo1 is a publicly accessible web platform for social image tagging. The
images to be tagged are original artworks. It was created as part of the
Play4Science2 project of the Ludwig-Maximilians University of Munich which
was funded by the German Research Foundation (DFG).
As of today a huge amount of original artworks are already digitalized.
For art history studies it is required to be able to filter and search through
these reproductions. The available meta data needed for such actions is very
limited. Creation date and artist name are often the only known information.
Additional keywords, tags, are needed. These can describe the contents or
drawing technique, but also quality or emotions of the artwork. The known
algorithms for image tagging, used by Google or Facebook, are not designed
to be used on artworks. In fact there is currently no pure computer algorithm
for generating tags for artworks. As it would take great effort inputting such
data manually, ARTigo was created.
ARTigo consists of several games with a purpose[vA06]. Games with a
purpose are an attempt to solve large scale computer problems through mainly
human input as part of a game. Such games are constructed in a way that
players input the data which is otherwise hard to obtain for a computer. These
tasks are designed as games mostly for encouraging the players to input the
data. The playable games on ARTigo try to find the best taggings for given
artworks. The games can be played in English, German and French, the most
1
2

http://www.artigo.org, Accessed 2016-10-24
http://www.play4science.uni-muenchen.de, Accessed 2016-10-14
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Figure 3.2: Game interface of the ARTigo game
played language with the most tagged artworks is German. The main game,
called ARTigo game, is based on the ESP Game[VAD04]. Figure 3.2 shows
the typical game interface of the ARTigo game. On the left side current game
statistics like the score are shown. The part in the upper right is taken in
by the current displayed artwork. In the input form at the bottom the tags
can be inputted. In short the game works as follows. Players are shown plain
artworks, that means without any information about the artist or creation
date. They have to input as many tags as possible in one minute they see as
suited for the displayed artwork. Based on the accuracy of the tags a player is
given points. If an artwork was already tagged with a tag by a previous player
more points are received, if it was never entered before no points are received.
The intention is to motivate the player to input only tags which truthfully
describe the artwork.
By now ARTigo contains more than 60000 artworks provided by different
organizations. There are artworks with a creation date before Christ, but most
of them are from the period of 1750 to 1915.
Additionally to the games ARTigo provides a search functionality. The
artworks can be searched after tags and other meta data.

11
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3.3

ARTigo Analytics Center

The ARTigo Analytics Center was developed as part of a bachelor thesis[Hoi14].
It is accessible as a web platform and provides different functionalities for analyzing the tags generated by ARTigo in conjunction with their meta data. The
current features include frequency and poisson overdispersion analysis of the
different tags. Furthermore it is possible to mine association rules and querying the nearest neighbors of tags. Lastly, it also provides the ability of cluster
analysis of tags. The main focus lies in ease of use of the different components
so users with no theoretical background of the different analysis method can
analyze the data.
As part of this thesis the Analytics Center was extended with a component
for change point detection which uses the implemented algorithms for data
preparation in Chapter 4 and change point detection in Chapter 5 in the
backend. Some results presented in Chapter 6 are taken directly from the
Analytics Center.
Figure 3.3 shows a screen shot of the interface of the new component for
change point detection. In the upper part the input variables for the algorithm
are defined, and in the second half the detected change points are displayed
for a selected tag as well as for all tags in a table below.
Details of the implementation and usage of the ARTigo Analytics Center
can be found in Appendix C and on the DVD.

12
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Figure 3.3: Change point detection interface in the ARTigo Analytics Center

Chapter 4
Data Preparation
Before the different change point detection algorithms introduced in Chapter
5 can be applied, the data collected over ARTigo needs to be formatted into
a format useable as an input for the algorithms. The required steps can be
seen as parts of the classical data analysis process. In a classic data analysis
the data is collected at first, often it is stored into a database. After that
it is extracted into an environment suited for analyzing. The data analysis
tools provided as part of database systems are normally not sufficient such
tasks. Instead an environment which provides many possibilities to analyze
and transform data, like the R programming language, is often the choice. In
there the data is inspected and after a sufficient understanding of the data, the
data is transformed into a format suited for further algorithms. This chapter
is split up into subsections of the different parts of the data analysis process
done in this thesis.

4.1

Data Collection

As already mentioned in Section 3.2, the data in ARTigo is collected through
different games with a purpose. In these games the players input the tags
attributed to a given artwork. Because of this collecting method there are
some things to keep in mind when analyzing the data. The tags are given
through human input. It can be the case that there are false written tags as
input or even deliberately false inputted tags.
The first problem can be solved with ignoring tags which are only used
one or two times to describe an artwork. The second one should already be
eliminated through the design of the games. The design of the games incentives
to only input tags that were already inputted by other players which will lead
to a higher score. Doing so will lead to a better highescore in the end. If a
player inputs a false tag it can be easily identified and ignored because other
14
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players will not input this tag.
Another thing to keep in mind is that many artworks were added at a
later time while the ARTigo platform was already collecting taggings for other
artworks. This leads to a lower amount of displays in the game leading to a
lower amount of tags for some artworks. This means the artworks which were
played more often will have a better tagging. Because it was more often tagged
with a specific tag this tag should describe the artwork better. Because there
is no research available about how often a artwork has to be played until it is
possible to say that it is fully described by its tags, this matter is ignored. As
outlined in Section 4.4 the focus lies mainly on how often a tag was used to
describe an artwork.
Going on it should be mentioned that the creation date was manually added
to the artworks. There is no guarantee the creation dates are all correct. It can
be that someone did an error while inputting the values into the database or
the date was estimated wrong from the start because of missing historic data.
All this can lead to wrong data and false result in finding change point. On
the other hand this should only be the case for a very few amount of artworks
and therefore does not matter at all.

4.2

Data Extraction

ARTigo uses a PostgreSQL1 database for storing data. The information needed
from the database are
• the artwork names or identifiers,
• the creation dates of the artworks,
• the tags for every artwork,
• and the amount how often the artwork was tagged with a specific tag.
The last one is required for being able to filter the dataset after relevance
of tags. If an artwork is tagged with a tag only once it can be a wrong written
tag or the tag is just wrong. In other words the tag does not fit the artwork.
If an artwork was tagged more often with a tag the probability that the tag
fits the artwork is more likely. In Section 4.4 this property is discussed in more
detail.
Figure 4.1 shows a simplified entity relation diagram of the ARTigo database
schema. Only the attributes relevant for extracting the required data are
1

http://www.postgresql.org, Accessed: 2016-10-10
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Figure 4.1: ER-diagram of ARTigo database relations
shown. The data can then be extracted with a simple SQL query2 . The
columns to be received are path and datecreated from the relation Artresource
and name from tag. The amount how often an artwork was tagged with a
specific tag is calculated with the help of an aggregation over path, datecreated
and name. For this thesis only the data where the art resource was enabled
and the language is German was extracted3 . The first option filters out artworks which cannot be played and therefore probably have an unsignificant
amount of tags. The second one was used because for other language way less
data is available.
The query returns for each image multiple rows, each row containing an
identifier for the artwork (Artwork id ), its creation date (Creation date), the
name of a tag (Tag name) and its count for the current image (Tag count).
An example of this output is shown in Table 4.1. The values for Artwork id
are not the actual values from the database. The important thing to take from
this example is that every Artwork id is unique. The results can be exported
into an CSV file for further processing.

4.3

Data Exploration

After the data is extracted the next step is exploring the extracted datset. The
goal is to understand the data as well as, and this is important for the further
steps, to find possible flaws in the data. This includes for example the format
of the values, their domain and their distribution. It is important to identify
irregularities which can lead to wrong results at the end.
2
3

The used SQL-query can be found on the appended DVD
The data used in this work was extracted from the ARTigo database on 2016-07-20.
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Table 4.1: Example of the extracted data from the database
Artwork id Creation date Tag name Tag count
Artwork1
Artwork1
Artwork1
Artwork1
Artwork2
Artwork2
Artwork3
Artwork4
Artwork4
Artwork4
...

1865
1865
1865
1865
1725
1725
500
1901
1901
1901
...

Tag1
Tag2
Tag3
Tag4
Tag4
Tag5
Tag2
Tag6
Tag5
Tag3
...

4
1
15
10
7
1
8
6
10
18
...

General properties The dataset contains about 3.7 million rows holding
the tags for about 46500 artworks. There are about 207000 distinct tags. Some
artworks are dated b.c. and the latest is dated on 2011. The amount of those
very old artworks is pretty low, they can be ignored. The main interest lies
only in the tags which were used seven or more times to describe an artwork
for reasons outlined in Section 4.4. This means there are still about 24000
artworks and 4188 distinct tags left. All following insight are based on this
filtered data set.
Creation Date The different values of the creation date for the artwork are
nor time stamps or numeric values. Instead it is given as text. The creation
date is mostly given as the creation year, sometimes there is a complete date
available but this is negligible. Way more problematic is that often the value
consists of a probable guess which leads to values like 1879-1880 or 1560/61.
This uncertainty can negative impact the change point detection. This issue
and a possible solution is discussed in depth in Section 4.4.1 and Section 4.4.4.
Tag Names A detailed look at the different tag names shows that the singular and plural form of tags are always represented as an own tag. Someone
could annotate these should be aggregated into only one tag because the meaning stays the same for both forms and only the meaning is relevant for detecting
a change. Still there are cases where this distinction makes sense (for example
with the tags man and men. Portieres are often tagged with man but not with
men. Merging both tags into one would be a hindrance when analyzing if a
change in portieres appeared). Because there is no good heuristic for choosing
17
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Figure 4.2: Absolute count of artworks in the ARTigo database, values aggregated to a 10 year interval, graph taken from the official search
the one or the other method, this problem is ignored in this thesis and the
tags are used without further editing.
Distribution of available artworks It is easy to neglect this problem because often enough data is available. But in case of change point detection
the available data for the different years is important. Figure 4.2 shows the
absolute count of artworks dated with the different creation dates (the creation
date is reduced to just the year). The data is taken from the official search
page in ARTigo4 . The values of the vertical axis are aggregated into a 10 year
interval, this means that every value contains the sum of all values in a 10 year
interval. It can be determined that most of the available data is from 1000 to
1950, especially the period of 1750 until 1950 contains most of the available
artworks. In data analyzing tasks is it normally the rule that the more data
is available the better it can be analyzed. This means that the change point
detection is probably better in the periods where more data is available. This
matter is discussed in depth in Section 4.4.3.

4.4

Data Enrichment

Before the extracted data can be used as input for change point detection
algorithm it needs to be enriched. This can be done with a programming
language or tool of choice for solving such tasks. In the thesis the enrich
algorithm was written in the R programming language5 . For more information
4
5

http://www.artigo.org/detailedSearch.html Accessed:
http://www.r-project.org, Accessed: 2016-10-22
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about the code see Appendix A. The code is also provided on the appended
DVD.
The points described in the previous section should be eliminated or at
least the impact should be minimized. The impact of more available data for
the period of the 17th to 19th century as well as the uncertainty of the creation
date has to be minimized as best as possible. To solve these problems a data
transformation algorithm is introduced in this section and subsections. The
goal is to transform the data into a format which can be used for change point
detection. In the end every tag should be represented through a time series on
which change point detection can be applied.
Initial algorithm For starters it should be possible to filter the data set
after
• the creation date of the artworks in a given time interval and
• the count an artwork was tagged with a specific tag.
Because there is no best value to choose for the minimal count of an artwork
was tagged with a specific tag, this needs to be made adjustable so it possible
to try out different values. Throughout this thesis the value 7 is used for all
examples. This value proved as a good heuristic to filter out tags which are not
convincing enough to use for analysis. It is also used for the search functionality
in ARTigo. When filtering after a specific tag, only artworks which were tagged
seven of more times with the specific tag are displayed as a result. The first
bullet point is needed because the area of interest is often not the whole time
period which is available through the data in ARTigo, especially because the
amount of old artworks, before the year 1000, is significantly lower than for
artworks after the year 1000. With the ability to choose the time frame it is
possible to inspect specific periods with greater detail.
These requirements are fulfilled through introducing the following parameters:
• minimum tag count
• start year
• end year
The parameter minimum tag count is self explanatory and start year and
end year mark the start and end of the time period of interest. In Section
4.4.3 and 4.4.4 two additional parameters are introduced. These are essential
for reducing the uncertainty of the creation date and impact of available data.
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Final Data Format The data output from the enrich algorithm is used as
input for the change point detection algorithms. This means that for every
tag a time series needs to be constructed. A time series is a sequence of
observations ordered after time [SS10]. For the analysis in this thesis every
time point holds only one observation. It is the value of the relative amount
an artwork was tagged with a specific tag for this point in time. The relative
amount is used because in the case of absolute values it would only be possible
to detect a change in the absolute number of tags which can be related to other
reasons like for example an artwork was played more often than an other one.
Using the relative amount it is possible to determine if a specific tag is used
more often after the change as before the change. A relative value holds the
percentage of how often artworks were tagged with a tag at the time of the
observation.
The final data format is best described in a matrix like representation where
• columns hold the different tags,
• rows hold the different time points (observations),
• cells contain the relative values how often an artwork was tagged with a
tag in a observation.
Table 4.2 shows an example of the final data format. Each column contains
a time series for a specific tag. The are a maximum of N tags and M time
points. Someone might expect years instead of time point, but just using the
individual years as values for the time of observation proves as a bad choice as
explained in Section 4.4.3.
Table 4.2: Example of the final format after enriching the extracted data

Timepoint1
Timepoint2
Timepoint3
...
TimepointM

Tag1

Tag2

Tag3

...

TagN

0
0.0023
0.0046
...
0.0001

0
0
0
...
0

0.1
0.05
0.01
...
0

... 0.0005
... 0.0010
... 0.0009
...
...
... 0.0004

The following Section 4.4.1 describes the necessary steps for formatting the
creation date. Getting rid of the uncertainty in the creation dates is done in
Section 4.4.4. Determining what can be understood by a time point is worked
out in Section 4.4.3. Additional structure of the algorithm is explained in
Section 4.4.2 and Section 4.4.5.
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4.4.1

Creation Date Mapping

The first obstacle in the raw data values is the formatting of the creation date
value. As already mentioned in Section 4.3 their format is not a numeric value
containing the exact date of the creation of the artwork. Instead the values are
of type text and contain many different representations of the creation date.
For the application of algorithms a numeric representation is required. The
first step in enriching the data is now to convert the different text values to a
numeric representation.
Table 4.3 shows the most common formatting of creation date values in
the data from the database and gives an interpretation of these values. It
is important to mention that the unit of time is years. Therefore instead of
talking about the creation date, from now on the term creation year is used,
because there is nearly no information about the exact date. As the table
shows, there are many uncertain values of the creation year. Instead of the
exact year, only a interval which contains the most likely creation year is given.
These intervals can reach from just a size of two years to the size of a complete
century. The different cases in the table are ordered after their occurrence
rate. Many values contain a hyphen between to years and just a few contain
the name of a century.
Table 4.3: Interpretation of creation date values
Database value format

Interpretation of creation year

1856-1867
1868/1898
1658/59
1868
um 1865
zwischen 1801 und 1804
18. Jh.

between 1856 and
between 1886 and
between 1658 and
exact year
around 1865
between 1801 and
between 1701 and

1867
1898
1659

1804
1800

With the help of the information in Table 4.3 it is possible to map the text
values in a straightforward way to numeric values which represent an interval.
The limits of the intervals are numeric values. It is easy to obtain a numeric
value of the creation year for the algorithms from these. The easiest approach
would be to take the mean value of the interval limits, but there are other
methods as well. These are discussed in detail in Section 4.4.4.
Algorithm The mapping can be achieved for example with the use of regular
expression for the different cases. With that the numeric year values can be
21
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extracted and after that mapped to an interval. The whole enrich procedure
for mapping looks then like6 :
1. Extract distinct creation date values from the data set.
2. Apply the mapping function with signature (creation date) → (interval
start, interval end) on each value.
3. Merge the mapped data with the original data set.
Result The resulting data set is outlined in Table 4.4. Every artwork receives an mapping into an interval of its creation date. The interval is marked
through the start (Year interval start and end year (Year interval end. These
two columns replace the creation date column of the initial data set. If an
exact year value was given, start and end year are the same. The Table only
shows the columns introduced by the mapping, the tag name and tag count
are left out.
Before discussing how the final creation year is calculated, another step in
between needs to be discussed in Section 4.4.3.
Table 4.4: Mapping result
Artwork id Year interval start Year interval end
ID1
ID2
ID3
ID4
ID5
ID6
ID7
...

4.4.2

1856
1868
1868
1658
1865
1801
1700
...

1867
1868
1898
1659
1865
1804
1799
...

Final Form

With the help of the mapping done in the previous Section 4.4.1 and its result
shown in Table 4.4 it is possible extend the initial extracted data set from
Table 4.1 with the enriched form of the creation date. This can be done with a
6

The full implementation of the used mapping function in this work can be found on the
appended DVD
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simple merge over the artwork identifier. The result is shown in Table 4.5. Just
the values for Tag name are distinct, the first three rows contains the same
values for every artwork. The column for the tag count is missing because the
data should be filtered right at the start after the wanted minimal tag count,
after that the column is no longer needed. For the further enrichment steps
performed in Section 4.4.3 and 4.4.4 the data should be in a form similar to
the final result outlined in Table 4.2. Currently there are multiple rows for
every artwork each containing a different tag. For the final format this needs
to be transformed into a matrix like representation where the rows contain the
year value and the columns the tags. Each row containing the combination
of a specific tag and year increases the cell value for this combination by one.
Finally every column should contain the observation values for the time series
of the tag and the relative value can be calculated for every columns. This
section describes the necessary to steps for performing these transformations.
Table 4.5: Mapping result
Artwork id Year interval start Year interval end Tag name
ID1
ID1
ID1
ID1
ID2
ID2
ID3
ID3
ID3
ID4
...

1856
1856
1856
1856
1868
1868
1868
1868
1868
1658
...

1867
1867
1867
1867
1868
1868
1898
1898
1898
1659
...

Tag1
Tag2
Tag3
Tag4
Tag2
Tag5
Tag3
Tag5
Tag6
Tag1
...

Calculation of year values Currently only the start and end values of the
mapped interval are available. For the matrix representation a singe value is
necessary. This requires a function with a signature of (start year, end year)
→ (year). The simplest version would be to take the middle of the two input
values and round it to an integer value. Section 4.4.4 presents a better method
for calculating the value but for the current task at hand the simple definition
is sufficient. The function can be modified at a later time. It has no influence
on the appearance of the output.
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Algorithm The calculation of the year value is the only thing required for
constructing the transformation algorithm:
1. Perform the calculation of the year values from the start and end values
of the intervals.
2. Get all unique year values, these are used as the row indices. They are
ordered in increasing order.
3. Get all unique tags, these are used as the column indices.
4. Iterate over all rows of the input data with calculated year values, increase the cell value by one every time a row contains the combination
of its indices as year and tag value.
5. Calculate the relative value through dividing every row by its row sum.
Result The result is similar to Table 4.2, but instead of time points the first
row contains the values of the unique years. The aggregation to time points is
described in the following Section 4.4.3.

4.4.3

Scale of Time

Using the results from the previous section every row already has an year value.
In this section it is irrelevant how the year values are calculated because the
method has no influence on the subject at hand. As already outlined the
creation date values are the year values of the date, because more detailed
dates are not possible. This year value is calculated as the rounded value in
between the interval start and end values. For plotting of time series year is
used as the unit of time, the unit for the horizontal axis. The question to be
answered in this section is if it is sufficient to use years also as the observation
values for the time series. In other words, if every observation should represent
one year.
An example of a time series using every year as an observation is shown in
Figure 4.3. The displayed time series is the one for the tag MANN (engl. man)
and the period goes from 900 to 1900. The big amount of spikes, especially in
the first half, is easy to see. Because the data set does not contain artworks
for every single year, particular not for artworks tagged with MANN, there
are many zero values which is one reason for the amount spikes. Another
reason for the spikes is the fact that often only a small number of artworks
is available for a specific year. If some of these are tagged with MANN their
relative value is pretty high in comparison to the years where more data of
artworks is available.
24

CHAPTER 4. DATA PREPARATION

Figure 4.3: Time series of the tag MANN (engl. man), every year represents
an observation
As someone might suspect, the form of the displayed time series in Figure
4.3 is not desired for applying change point analysis with the goal of receiving
meaningful results. Running a change point detection algorithms on such a
time series would lead to results hard to understand, and without any meaning
for interpretation. Figure 4.4 shows the calculated change points for the time
series of Figure 4.3. The change points are marked with vertical lines. The
used algorithm detects changes in the mean of a Gaussian sequence and will be
explained in depth in Chapter 5. For this section it is not important how the
change point are calculated, only the detected change points matter. There
are several detected change points between 1450 and 1650. The reason of that
amount lies within the many up and downs of the series in that area. This
means the detected changes are just detected because of the format of the input
data. A human would probably just accept the first change point around 1450
and the one around 1600 as real change points but the other ones just seem
false. It is hard to interpret the output of the algorithm.
This example should demonstrate that it is not sufficient to just use the
years as observations. A better approximation of the different time points of
the time series is required. It is probably not possible to get acceptable results
with the collected data by looking only at the different years. There is no need
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Figure 4.4: Detected change points for the time series from Figure 4.3, marked
by the vertical lines
to detect a change between two years, it is way more interesting to detect a
change over a bigger period of time.
First improvement: intervals of years Instead of using every year as a
time point aggregated intervals of the same length in period of investigation
are used. This means if looking at the period from 900 to 1900 only the change
points for example 100 different observations are calculated. Each one of these
observation points contains the data of a decade. In other words, adjacent observations are aggregated to a single observation for a given interval. In theory
this approach eliminates the high amount of zero values in the time series and
should lead to a more smoothed curve, there should be way less spikes than in
Figure 4.3. The described example with 100 aggregated observations is shown
in Figure 4.5, still for the tag MANN. For that interval of 10 years length are
needed. It shows a curve where most of the flaws of the first try are eliminated
and is easier to interpret. The amount of spikes went down and the graph is
easier to interpret.
Applying the same detection algorithm as before leads to the result shown
in Figure 4.6. Before several hard to explain change points were detected in
the period from 1450 to 1650. In this plot the detected change points are way
more convincing and intuitive.
The improvement described in this paragraph leads to the elimination of
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Figure 4.5: Time series of the tag MANN (engl. man), the observation values are aggregated to an interval of 10 years (for every 10 year period one
observation)

Figure 4.6: Detected change points for the time series of Figure 4.5, marked
by the vertical lines
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spikes caused by the fact that the data set does not contain data for every year.
The resulting time series is smoother and easier to read. But the problem of
more available data for some periods than it is for other period is still open.
Further adjustments need to me made to also factor in this matter.
Second improvement: intervals contain same amount of data As
shown in the previous paragraph the use of aggregation of observations into
intervals leads to big improvements in the form and interpretation of the time
series. But there is still the problem left that for some years more data is
available as for other years which can still lead to unwanted spikes in the time
series or false interpretations. As a solution the size of the different intervals
should not be calculated over an aggregation of equal length in the period
of interest, instead every point should be represented by an interval of years
which contains the same amount of artworks. By doing this the intervals are
of different length, if less data for a particular period is available an interval
is shorter, if more data is available it is longer. This can lead to big periods
which are only represented with one observation in the final time series which
makes it impossible to say where a change happened exactly if such is detected.
On the other hand, and that is the important point, it is possible to do a very
accurate analysis for periods where more data is available. The goal is to find
the best results possible for the available data which means the uncertainty
for periods with little data has to be accepted, it is just not possible to do a
better analysis with such data.
As a consequence a further parameter is necessary which describes of how
many aggregated observations the final time series should consists. In the
example of the previous paragraph, Figure 4.5, the time series contained 100
different aggregated observations where each one contains the observations of
a 10 year interval. If the final number of observations stays the same the result
of applying the new approach is shown in Figure 4.7. For the period from 900
to 1450 only few data is available leading to a edged curve. It is not possible
get a more detailed curve with the available data. Obviously for the second
half more data was available, especially since 1820. Starting 1820 the curve
remembers a bit at the one in Figure 4.3 where for every year a value was
available.
It should be clear by now that the method described in this paragraph is
the best one to construct the final time series. All the original flaws are more
or less eliminated.
Algorithm Using the method described in the previous paragraph where
the data is aggregated to intervals containing the same amount of data leads
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Figure 4.7: Time series of the tag MANN (engl. man), the observations consist
of 100 aggregations where each observations represents an interval with the
same amount of data
to following algorithm7 . The input dataset consists of the already mapped
creation dates as described in the previous Section 4.4.1, was merged with
the original extracted data and transformed in Section 4.4.5. The data set
only contains the relevant columns for the further procedure. The creation
date column was replaced by the two columns containing the start and the
end year of the mapped interval. Additionally the column containing the
tag count is missing because the data was already filtered after the wanted
minimal tag count and hence is not needed anymore. Finally an additional
parameter (interval count) for the number of intervals is also needed. This
leads to following algorithm:
1. Calculate the interval size through dividing the total data set length by
the provided parameter interval count.
2. Calculate the row sum for each interval.
3. Take the first year value of each interval as the final year value for the
row.
7

The full implementation can be found on the appended DVD. Also see Appendix A for
more information.
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Result The result is the aggregation of observations into intervals where
each interval contains the same amount of data which is also the final result
of the whole enrich algorithm. This result was already outlined in Table 4.2.
The time points stand for the final year value of the observation which is the
first year value of an aggregated interval.

4.4.4

Creation Year Calculation

The last problem to solve is the uncertainty in the given creation years in
the data. In Section 4.4.1 the creation years were mapped to a start and
end value of an interval which represents all possible creation years depending
on its given value. As it was displayed in Table 4.3 there are sometimes big
intervals. In Section 4.4.2 the value for the final output of the creation year
was calculated through taking the middle of the interval. But the larger the
interval the more information is lost, the uncertainty increases. This can cause
problems in detecting change points which should be clear after the following
hypothetical example. If there are many artworks which are dated between
1820 and 1840, their current final value would be 1830. But there can also be
artworks dated with less uncertainty for 1820, 1830 and 1840. If there is now
a huge amount of artworks dated between 1820 and 1840 the final distribution
will lead to a huge amount of artworks dated with 1830 which can favor a
detected change point for 1830. But in reality the artworks can also be dated
with 1820 or 1840. If the final values are equally distributed in this 20 year
interval the probability of a false positive is lower. This example should show
that is important to take the uncertainty of the creation date into account.
The enrich algorithm has to be extended with a logic rewarding exact creation
year and minimizing the influence of the uncertainty of creation years given as
intervals in the extracted dataset.
To achieve this a novel approach was used in this thesis. Instead of calculating the final value for the creation date only one time, it is calculated many
times. This means the data set is increased x-times by its original size. This
will lead to an increase in the absolute count of tags, but for the analysis only
the relative amount is relevant. In more detail, for every artwork the creation
date is calculated times a given parameter x. If the creation date is already
exact the final result set will contain the same value for the creation date x
times. If the creation date is represented with an interval the final result set
contains x different datasets where the creation date value is randomly chosen
from within the interval. In the end the dataset is sorted after the creation
date and the interval aggregation steps from Section 4.4.3 can be applied.
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Algorithm This new method leads to a new function definition used for calculating the year from the given start and end years of a given interval. Instead
of using the simple function presented in Section 4.4.2 where the mean value
was taken as the return value, the final year will be a random value between
these two. This task is executed before running the interval aggregation from
Section 4.4.3. An additional parameter repeat count is needed to specify how
often the data set should be copied. The following steps need to be executed:
1. Calculate the year through choosing a random value between the interval
borders.
2. Repeat this calculation as often as specified by repeat count on the input
dataset and append the result to the result of the previous calculation.
3. Sort the complete data set after the year values.
A good way for choosing the random value is to take it from a equal distribution
between the two interval borders. This will lead to values with digits after the
decimal points which is beneficial for reordering the final data set because it
will also lead to a randomness for artwork which were dated with an exact
year. For this to work the end year of the interval needs to be increased by
one. Else it wouldn’t be possible to receive distinct values in the case the start
and end value of the interval are the same. More details can be found in the
final code provided on the DVD and in Appendix A.
Result An example result is shown in Table 4.6 and 4.7. The parameter
defining how often the data set is copied is set to 3. Table 4.6 contains the
initial values which is the output after mapping the creation dates done in
Section 4.4.1. Every Artwork id has an interval start (Year interval start) and
interval end (Year interval end). Table 4.7 contains example results of the
the repeated calculation of the creation date and reordering of the data sets
afterwards. Every artwork is is represented 3 times but its final year value
(Final year value) can be a different each time.
Choosing the parameter There is still one question to answer. What is
the right choice for the parameter defining how often the data set needs to be
copied. As there is no on hundred percent way a heuristic can be chosen from
experiments.
In these experiments different values for repeat count are tested. The received time series are compared to each other. The goal is to find a value that
is enough to decrease existing flaws.
Figure 4.8 shows examples for such experiments. It shows the timer series for the tags LANDSCHAFT (engl. landscape), MANN (engl. man) and
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Table 4.6: Example for initial values for the repeated calculation of creation
dates
Artwork id Year interval start Year interval end
ID1
ID2
ID3
ID4
ID5
ID6
ID7

1820
1820
1830
1830
1839
1825
1821

1840
1821
1830
1840
1840
1835
1822

Table 4.7: Result of the repeated calculation of the creation date for the initial
values in 4.6, rows are orderd after the final year value
Artwork id Final year value
ID2
ID1
ID2
ID2
ID7
ID7
ID7
ID6
ID3
...

1820
1821
1821
1821
1821
1821
1822
1828
1830
...

CHRISTUS (engl. Christ) for the period from 1000 to 1900. The amount of
aggregated intervals is 100 for all. Every plot uses a different value for repeat count. It was done for the values 1, 5 and 10. Inspecting the shown plot
reveals small changes between them. Unfortunately the difference are very
small. The interesting parts relevant for change point detection stay the same.
For these tags and algorithm parameter there is no valuable improvement.
Trying out larger values for repeat count leads to the same results.
These results do not mean that the whole approach is useless. In the case
that the interval for many artworks is small, that means under 5 years, possible
improvements can be lost in the parameter interval count. The idea is now
that the new approach only matters if the interval size is very small. To achieve
this situation interval count needs to be increased. Doubling the value from
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100 to 200 compared to the previous examples leads to the results in Figure
4.9. For the tags LANDSCHAFT and CHRISTUS the results are more or less
the same as before, there are no impactful differences using different values
for repeat count. For the tag MANN a notable difference appears between the
first and second graph. In the second graph the spike at 1600 is lower than the
other spike before it. In the first graph they were both of the same height. An
interpretation would be that the decrease starts not at 1600, instead earlier
around 1580. Still, it is only a small difference.
The same experiments were also done for a shorter period, from 1700 to
1900. Figure 4.10 shows the result for the case interval count equals 100 and
Figure 4.11 for interval count equals 200. The results are more or less the
same. In the first case no notable difference can be seen. In the case of greater
interval count for the tags MANN and CHRISTUS also no notable differences
are present. Again a small difference can be detected between the first and
second graph, this time for the tag LANDSCHAFT. The spike around 1720
increases from the first to the second graph. It is only a small increase but
this could be enough for change point detection algorithm to detect a change.
Summarizing it can be said that for the time series in the Figures 4.8 to
4.11 the introduction of repeat count leads to no big difference in the form of
the time series. Still there are some small changes that can be impactful. But
because the experments were only done on a small number of possible time
series from the ARTigo dataset, it is entirely possible that this new method can
lead to big improvements in other time series. At the moment it seems that
this is not the case but it is impossible to try out all possible cases. Because
of this fact and no notable increase in computing time the method proposed
in this section will be used in the final algorithm. For further examples 10
is used for repeat count, larger values lead to the same results. With the
implementation into the ARTigo Analytics Center (see Appendix C) eyerbody
can test for themselves if other values for repeat count lead to different results
when analyzing the time series for a particular tag.

4.4.5

Final Algorithm

This section presents the final algorithm through concatenating the different
sub algorithms from the previous sections. The full implementation is available
on the appended DVD, see also Appendix A for more information.
Parameters The basic parameters for the minimal tag count and the start
and year, specifying the time period of interest, are extend by the parameter for
the interval aggregation introduced in section 4.4.3 and the parameter defining
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Figure 4.8: Time series for different values for repeat count for the tags LANDSCHAFT (engl. landscape), MANN (engl. man), CHRISTUS (engl. Christ),
the interval count is 100 for all examples, the period goes from 1000 to 1900

Figure 4.9: Time series for different values for repeat count for the tags LANDSCHAFT (engl. landscape), MANN (engl. man), CHRISTUS (engl. Christ),
the interval count is 200 for all examples, the period goes from 1000 to 1900

Figure 4.10: Time series for different values for repeat count for the tags
LANDSCHAFT (engl. landscape), MANN (engl. man), CHRISTUS (engl.
Christ), the interval count is 100 for all examples, the period goes from 1000
to 1900

Figure 4.11: Time series for different values for repeat count for the tags
LANDSCHAFT (engl. landscape), MANN (engl. man), CHRISTUS (engl.
Christ), the interval count is 200 for all examples, the period goes from 1700
to 1900
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how often the data set is copied with different year values introduced in Section
4.4.4. This leads to following parameter list:
(minimum tag count, start year, end year, interval count, repeat count)
Algorithm The input is the extracted dataset from the database, then the
final algorithm consists of the following steps:
1. Filter input data set after minimum tag count, start year and end year
as outlined in the introduction of Section 4.4.
2. Perform the creation date mapping from Section 4.4.1
3. Reduce the data set to relevant columns as in Table 4.5.
4. Execute the transformation from Section 4.4.2 together with the repeated
calculation of the year and multiplication of the data set as often as
specified by repeat count.
5. Aggregate the rows to intervals of size interval count with the algorithm
from Section 4.4.3.
Result The final result was already introduced in Table 4.2 at the start of
Section 4.4. The filtered and transformed data set can now be used as input
for change point detection algorithms.
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Chapter 5
Change Point Detection
After outlining the basic theory behind change point detection, this chapter
presents selected algorithms for detecting in changes in the ARTigo dataset.
Therefore all the theory needed for the construction of algorithms in this thesis
is covered. This includes the CUSUM algorithm, bootstrapping for evaluating
the significance of an change point and possible usable distributions. Additionally a short overview over the Signi Trend algrotihm is given.

5.1

Basic Theory

Change point detection theory is a broadly studied filed. The filed is part of
the bigger area of sequential analysis. It is used for problems in time series
theory where changes in the course of those are of interest. There is a huge
amount of literature available. All the theories in this thesis are quoted from
[AT15] and [BN+ 93].
Problem formulation The simplest problem statement assumes a time series with N observations as a sequence of independent random variables Xn ,
n ∈ 1, 2, ..., N . In the most basic formulation the probability density p(X|θ) is
only depending on one scalar parameter θ. In more complex definitions it can
depend on more than one parameter. If there is a change in the parameter at
an unknown change time t0 , the parameter θ equals θ0 before the change and
after the change θ1 6= θ0 . In other words the density changes after an change.
The problem is now to detect the time of the change, namely the change point.
It is important to note that there are also other change point models and problem formulations. The observations can also be identically or non-identically
distributed, can be dependent on each other, etc. The described model above
is used in this thesis.
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Types of Changes Change point detection problems can be classified into
two main categories depending on the type of a change. There can be additive
or non additive changes. These can occur in the same sample of observations but a detection algorithm focuses only on one of the two. An additive
change describes an change in a sample of observations mainly in the mean of
the values of the sequence of observations. Non additive or spectral changes
describe the more general and difficult cases like change in variance, correlations or spectral characteristics. It is obvious that the later ones require other
approaches than just detecting an additive change. In the case of the data
analysis in this thesis only additive change are of interest.
On-line and off-line change point detection The greater number of
change point detection algorithm detects changes in an ongoing sequence of
observations. For example in the case of quality control a change is detected
in an ongoing business process. For solving such problem on-line algorithms
are the preferred choice. They are constructed to be able to detect a change
in such an on going process and minimize detection time (the time until a
change is detected) and error rate (the rate of false-positives). They have to
do this with only very little information available after a possible change. In
the case of off-line detection the observation sample is complete, the algorithms
ignores the possibility of ongoing observations. Off-line algorithms look at the
complete sample and detect a possible change in it. Because the data of the
whole process is available the detected change is more reliable in comparison
to an on-line version. The data in the ARTigo data set is complete favors the
use of off-line detection. Therefore the focus will be on such in this thesis. A
disadvantage of off-line detection is that these algorithms are time consuming.
But time is not an important factor in analyzing the ARTigo data set.
Approaches The majority of approaches for solving the change point detection problem can be split into Bayesian and non-Bayesian approaches. The
Bayesian approach assumes that the change point is a random variable possessing a prior distribution. In non-Bayesian approaches the change point is
unknown and can be non random. The presented approach in this thesis falls
into the non-Bayesian category.
Likelihood approach In non-Bayesian approaches one import method for
detecting a change is looking at the likelihood ration between the density before
a change and after a change. The goal is to detect the point when the known
density p(X|θ0 ) changes to another density p(X|θ1 ). The likelihood ratio is
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then defined as
LR(x) =

p(x|θ1 )
p(x|θ0 )

(5.1)

but often only the log-likelihood ratio
LLR(x) = ln

p(x|θ1 )
p(x|θ0 )

(5.2)

is enough to solve the problem at hand. If now a change in the parameter
θ occurs, the sign of the likelihood ratio changes. This idea is used in the
CUSUM algorithm introduced in the next section.

5.2

Detection Algorithms

This section introduces the change point detection algorithms. First the
CUSUM algorithms is presented and then it is explained in what way it is
related to off-line change point detection.

5.2.1

CUSUM

The CUSUM algorithm is basically an on-line detection algorithm but its properties are also the basis for off-line detection approaches as outlines in Section
5.2.2. It was first proposed by Page 1954[Pag54]. CUSUM is an abbreviation
for cumulative sum. The goal was to detect the change of one parameter in a
sequence of observations.
5.2.1.1

Basic Idea

Given a sequence of N independent observations X1 ...Xn with n ∈ 1...N . If
the parameter θ, the parameter in which the change is detected, is known at
the beginning Page proposed calculating the cumulative sums of the difference
of a observation to θ.
St =

n
X
(Xi − θ)

(5.3)

i=1

with S0 = 0.
When interpreting St geometrically a change in θ leads to positive slope
of its curve. Given the example time series in Figure 5.1 from the enriched
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Figure 5.1: Example time series used in this Chapter.
ARTigo data set1 . Having the goal to detect a change in the mean of this
series leads to the cumulative sums in Figure 5.2. The mean in this example
is around 0.015. Before around 1760 the difference between the mean and
observation value is therefore negative which leads to a decease in the curve
of the cumulative sum. After 1760 the difference is positive which leads to the
positive slope.
The last step consists now in testing if a change in θ happened. This is
expressed in the test statistic
m = max (St − min Sj )
1≤j≤t

0≤t≤N

(5.4)

This statistic is used to test the hypothesis if the mean is constantly θ. If
m crossed a specific threshold h the hypothesis is rejected, in other words a
change has occurred. This can be expressing in a decision function
CU SU Mt = St − min Sj ≥ h
1≤j≤t

(5.5)

Figure 5.3 plots the values of function before comparing them to h. The values
stay near zero until θ increases. With a correctly chosen h a change can be
1

The displayed timer series is the one for the tag LANDSCHAFT (engl. landscape). It
contains 100 intervals.
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Figure 5.2: Example cusum chart after Page for detecting a change in the
mean
detected as soon the values diverge from the values near zero. Is interesting to
note that the rise in values happens at the point of the minimum from Figure
5.2.
5.2.1.2

Likelihood Approach

The current approach is limited to the parameter θ which was the mean in
all previous examples. Sometimes it is also important to include variance.
Additionally Formula 5.3 requires the calculation of θ over all available observations. In an on-line case not all observation are available at the beginning.
A better approach consists of rewriting Formular 5.3 to use the log likelihood
ratio. The sums over the log-likelihood values show the same properties as
in Figure 5.2. They are displayed in Figure 5.4 for a change in the mean of
a normal distributed sequence. After a possible change the drift is positive,
before a possible change negative.
The cumulative sum using the log-likelihood ratios is calculated with
St =

t
X

LLRi

(5.6)

p(xi |θ1 )
p(xi |θ0 )

(5.7)

i=0

LLRi = ln
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Figure 5.3: Behavior of the CUSUM decision function

Figure 5.4: Cumulative sums using the log-likelihood ratio for a normal distributed sequence
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Figure 5.5: Behavior of the CUSUM decision function using the log-likelihood
ratio
The decision rule stays more or less the same. There is still the comparison
between the cumulative sum St and its current minimum mt with
mt = min Sj
1≤j≤t

(5.8)

The final decision rule is therefore
CU SU Mt = St − mt ≥ h

(5.9)

where h is an adaptive threshold. Figure 5.5 shows example values of such a
function. It is similar to 5.3, in both cases a change in the mean is displayed
which should lead to nearly identical representation.
This definition of the CUSUM algorithm can be used for constructing offline and on-line change point detection algorithms. The current form is manly
for the on-line case. In this thesis the focus lie on an off line approach which is
described in detail in Section 5.2.2. Before that two variations of the CUSUM
algorithm are introduced in the next section.
5.2.1.3

Two-sided CUSUM

With the current decision rule it possible to the detect changes in the increase
and decrease of the parameter θ. In this Section two additional variations of
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CUSUM are introduced through modifying the decision rule. For one variation
just the decision function from the previous sections needs to be rewritten.
With these it is possible to detected changes in θ into one direction. The
variant described in the previous section detects an increase in θ, θ1 > θ0 .
Formula 5.9 can be rewritten to
CU SU Mt+ = max(0, St−1 + Xt − mt )

(5.10)

The decision rule for detecting a decrease in θ, θ1 < θ0 is then
CU SU Mt− = −min(0, −(St−1 − Xt + mt ))

(5.11)

In both cases a threshold h+ and h− is needed to be able to say if a change
appeared. These thresholds can be different in the use case that the change in
one direction is more important than into the other. Figure 5.6 compares both
versions. Additional to the curve from Figure 5.5 the curve for the negative
variant is displayed. This can be now interpreted in the way that in the
beginning a negative shift in θ is present and later a positive shift.
These two variants are important when detecting a change in the on-line
case. They both need a threshold for determining if a change occurred and
determining the change time. As outlined in the next sections, it is possible
to work without explicitly choosing a threshold in the off-line case.

5.2.2

Off-line Change Point Detection

In the previous chapter the CUSUM algorithm was introduced. In the presented form it can be used as an on-line algorithm. But because the ARTigo
dataset is already collected and no new data relevant for the analysis is collected, an off-line approach seems better suited. On-line algorithms are design
to respect the on-going new information at the end of the time series and
detecting a change while the new data is processed. The ARTigo data set
is static, the complete sample of observations is available before applying the
change point detection algorithm. This favors the use of an off-line algorithm.
The basic idea in off-line change point detection consists in introducing the
two hypothesis without change and with change. In the case of no change the
density of the input sequence of observations stays the same over the whole
sample. If a change occurred the density after the change differs from the one
before the change. This leads to the following problem definition:
Given a sequence of N independent observations X1 ...Xn with n ∈ 1...N and
density p(x|θ) the hypothesis H0 of no change happened in parameter θ needs
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Figure 5.6: Comparison of the positive and negative variant of the CUSUM decision function, the curve the higher values at the beginning shows the negative
variant.
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to be tested against the composite hypothesis Hj where a change happened
from θ0 to θ1 .
H0 : θ = θ̃ f or 1 ≤ i ≤ n
Hj : θ = θ0 f or 1 ≤ i ≤ j − 1
θ = θ1 f or j ≤ i ≤ n

(5.12)
(5.13)
(5.14)

The change time 1 < t0 ≤ N is unknown. The test is done through calculating
the log likelihood ration between the two hypothesis
Qj−1
Qn
i=1 p(xi |θ0 ) ·
i=j p(xi |θ1 )
LLR(j) = ln
(5.15)
Qn
i=1 p(xi |θ̃)
The unknown change time t0 is estimated through its maximum likelihood
estimate. This leads to the statistic
M LE(j) = max LLR(j)

(5.16)

1≤j≤N

If the parameters θ̃, θ0 and θ1 are also unknown they are also replaced by their
maximum likelihood estimator
M LE(j, θ̃, θ0 , θ1 ) = max sup sup sup LLR(j, θ̃, θ0 , θ1 )
1≤j≤N

θ̃

θ0

(5.17)

θ1

The result of this estimation is the result of the hypothesis test. Depending
on its result a change occurred or did not occur. For deciding if a change has
occurred an adaptive threshold can be used. For the following the assumption
is made that a change happened. In this case the next step is finding the
change time t0 .
The change time is the position of the maximum of M LE(j, θ̃, θ0 , θ1 ). Because the maximum likelihood estimator for θ̃ is constant for a given example,
the maximum likelihood estimator t˜0 for t0 is expressed through rewriting Formula 5.17
t˜0 = arg max M LE(j, θ0 , θ1 )

(5.18)

1≤j≤N

= arg max sup sup ln[
1≤j≤N θ0

= arg max ln
1≤j≤N

θ1

"j−1
Y

j−1
Y

p(xi |θ0 ) ·

i=1

p(xi |θ˜0 ) ·

i=1

p(xi |θ1 )]

(5.19)

i=j
N
Y
i=j
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N
Y

#
p(xi |θ˜1 )

(5.20)
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where θ˜0 and θ˜1 are the maximum likelihood estimators for θ0 and θ1 . These
estimates can be calculated in this step or at a later point. For the further
derivations these values are assumed to be known. Formula 5.20 then be
rewritten to
" QN
#
N
Y
p(x
|θ
)
i
1
i=j
t˜0 = arg max ln QN
+
p(xi |θ1 )
(5.21)
1≤j≤N
i=j p(xi |θ0 )
i=1
Because the additive term is constant for a given sample the final estimate of
the change time is
t˜0 = arg max

1≤j≤N

N
X
i=j


ln

p(xi |θ1 )
p(xi |θ0 )


(5.22)

This sum represents the cumulative sum from Formula 5.6 of the CUSUM
algorithm. In other words the time of the change point is the location of the
maximum of the cumulative sums


N
X
p(xi |θ1 )
(5.23)
Sj =
ln
p(x
|θ
)
i
0
i=j
Figure 5.7 shows such a behavior of a cumulative sum for the example time
series from Figure 5.1.

5.2.3

Signi Trend

Signi-Trend is as the name sugegests a trend detection algorithm developed
to detect emerging topics in textual streams [SWK14]. An example for such
a case is trend detection on Twitter data. The goal is it to compare the offline point detection algorithm with an algorithm from the trend detection area.
Signi-Trend was developed for detecting trends in data streams of topics which
can be interpreted in the same way as the tag in the case of the ARTigo data
set.
It uses a z-score assuming a normal distribution, and for applying that
on data stream it requires an exponential weighted average (EWMA) and the
associated variance (EWMVar). The significance of a trend for the time x is
then calculated with

sigβ (x) :=

x − max(EW M A, β)
√
EW M V ar + β
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Figure 5.7: The change time can be estimated with the cumulative sums Sj
where β is bias a term to avoid division by zero and to filter noise. If sigβ
is greater than an adaptive threshold a trend is marked as significant. It can
be said that a change occurred in that case or a trend is detected. For this
thesis negative trends or changes are also relevant. With
sigβ (x) := √

x − EW M A
EW M V ar + β

(5.25)

and choosing a positive and negative threshold both types, postive and
negative trends, can be detected.
Bias parameter The bias parameter reduces the impact of single data
points. In the case of ARTigo data the impact a single artwork has on the
relative values is minimized. It needs to be calculated relative to the amount
of data in an interval. For that the count of rows (row count) before the interval
summation is required. This value is obtained after the repeated calculation
the year value from Section 4.4.4.
β :=

x
row count
interval count

(5.26)

were x is an adaptive chosen parameter, typical values are 0.5, 1, 2, 5, etc.,
the best fitting one is chosen for a given sample.
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Learning rate Updating the EWMA and EWMVar requires a learning rate
α to a given half-life time t 1 .
2

α = 1 − exp

log( 12 )
t1

!
(5.27)

2

It is sometime useful to adjust this learning rate with a weight ψ which
will slow it down at the beginning. This leads to following update rules
δ ← (1 − ψ) · α
α
αpsi ←
ψ · (1 − α) + α
ψ ←ψ+δ

(5.28)
(5.29)
(5.30)

where αψ is the learning rate used in a step.
SigniTred was also implemented into ELKI as part of this thesis, see Appendix B for more information. For its application see Section 6.3.

5.3

Bootstrapping

Bootstrapping is a term used for describing a set of methods for assessing
statistical accuracy[ET94]. These can be used for estimating standard error
and confidence intervals. The second one is relevant for the aspired estimation
of the significance of a detected change point. Bootstrapping methods are more
flexible than other methods with the same goal, but are also computationally
expensive. The basic idea is re-sampling the input data and comparing the
result to the original result. This section focuses on a particular method that
solves the concrete problem at hand.
Motivation When using the off-line detection approach explained in Section
5.2.2 the occurrence of a change is determined through Formula 5.17. Normally
a threshold is needed for deciding in this matter. But even without a threshold
it is possible to calculate the most probable change point with Formula 5.23.
An algorithm using this formula always returns a value for a change but that
does not mean it is really a change point. The idea is now, to determine through
bootstrapping if this change point is a ’real’ change point. Real means that it
is a change point that describes an actual visible change in the time series of
a tag. The result should represent the change point a human would identify
as one by looking at the plot of the time series In bootstrapping terms such
a change point has a high confidence. The lower the confidence the lower the
probability of an actual change.
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Application At the moment the off-line approach returns the position of a
possible change, but it is not possible to say how reliable this output is. The
reason for this lies in choosing the result as the position of the maximum of the
log-likelihood ratios for a specific time series. The final algorithm should only
return significant changes. To achieve this the resulting change point should
suffice a defined confidence interval.
The basic idea in bootstrapping is to re-sample the input. This happens
through simple reordering of the observations. After that the detection algorithm is run on this new, reordered sequence. The result from this new sample
is compared to the result which needs to be assessed. For this task a decision rule needs to be defined. This rule decides if the new result enforces the
original result or undermines it. This procedure of re-sampling and assessing
is repeated very often. In this thesis it was done 1000 times for every change
point. After that the confidence level of a change point is
Confidence level =

Total count of postive decisions
Total count of samples

(5.31)

Decision rule A decision rule is needed to determine if the calculated change
point for the current sample favors the change point in questions. The decision
rule has a great impact on the results. The one used in this thesis compares
the difference of the maximum and minimum of the cumulative sums of the
log likelihood ratios. If this difference is lower for a sample the result in
question is enforced, the significance raises. In other words for every sample
the cumulative sums of the log-likelihood ratios are calculated. Then the
difference between the maximum and minimum of these sums are compared
to the same difference of the cumulative sum of the change point in question.
Algorithm The definitions form the previous paragraphs leads to following
algorithm for one bootstrap steps:
1. Generate bootstrap sample through re-ordering of the original time series.
2. Calculate the change point of the sample.
3. Calculate the difference between maximum and minimum of the cumulative sums of the log-likelihood ratios of the sample.
4. Compare the result to the result of the difference between maximum and
minimum of the cumulative sums of the original time series.
After repeating these steps the given amount, calculate the confidence level of
the change point with Formula 5.31.
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Figure 5.8: Example of different cumulative sums of log likelihood ratios for
samples of a original time series, the one for the original is black
Example In Figure 5.8 the results for a few iterations are shown. The displayed graph shows the values of the cumulative sums of the likelihood ratios
for a normal distributed sequence and change in mean for the different samples.
Because the original time series has a pretty obvious change point the difference between maximum and minimum of the vales for the bootstrap sample are
not even close to the one from the original series. This favors the assumption
that the detected change point is in fact a change point with high confidence.

5.4

Distributions

At the moment the density p(X|θ) was not exactly specified. All the theory
in the previous sections besides Section 5.2.3 about the Sigini-Trend algorithm
went without going into detail about the used density distribution. For the
example figures a normal distribution was chosen. This section gives a short
overview about the required formulas for two different distributions and how
to use them in the off-line frame work. The two distributions are the normal
and the log-normal distribution. For every one its probability density function
as well as its application in the algorithms is given. Additionally the maximum likelihood estimators for the used parameter are also given. It will not
be explained how these estimators are calculated. All the given formula are
required for implementing the off-line detection algorithm. Both distribution
53

CHAPTER 5. CHANGE POINT DETECTION

are then compared later in Chapter 6.

5.4.1

Normal Distribution

Given a sequence of independent random variables Xn , n ∈ 1, 2, ..., N of N
observations the probability density function of Gaussian normal distribution
is [BN+ 93]


(x − µ)2
1
2
(5.32)
p(x|µ, σ ) = √ exp −
2σ 2
σ 2π
where µ stands for the mean and σ for the standard deviation. Up until now
only changes in µ were of interest, the variance σ 2 was a known constant. Because there can also be a change in the variance σ 2 , the following two maximum
likelihood estimators are needed for estimating the change time t0 :
N
1 X
xi
µ̃ =
N i=1

(5.33)

N
1 X
2
˜
σ =
(xi − µ̃)2
N i=1

(5.34)

for µ and for σ

With these the change time in Formula 5.20 can be estimated. There are two
cases.
Change in mean If the variance σ is known for a given example it is canceled
in 5.15. This means for the change time in Formula 5.20
" j−1
#!
N
X
X
t˜0 = arg max −
(xi − µ˜0 )2 +
(xi − µ˜1 )2
(5.35)
1≤j≤N

i=1

i=j

Change in mean and variance In the case of a change in mean and variance the formula needs to be adjusted to use both parameters. This means for
the change time
"j−1
#
N
Y
Y
t˜0 = arg max ln
p(xi |µ˜0 , σ˜2 ) ·
p(xi |µ˜1 , σ˜2 )
(5.36)
1≤j≤N

0

i=1

1

i=j
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5.4.2

Log-normal Distribution

The other tested distribution is the log-normal distribution [Gin09]. Given a
sequence of independent random variables Xn , n ∈ 1, 2, ..., N of N observations
its probability density function is defined as


(ln x − µ)2
1
2
√ exp −
(5.37)
p(x|µ, σ ) =
2σ 2
xσ 2π
where µ stands for the mean and σ for the standard deviation. The maximum
likelihood estimators are
N
1 X
µ̃ =
ln(xi )
N i=1

(5.38)

N
1 X
2
˜
(ln(xi ) − µ̃)2
σ =
N i=1

(5.39)

for µ and for variance σ 2

Change in mean Analog to the normal distribution.
"j−1
#
N
Y
Y
t˜0 = arg max ln
p(xi |µ0 ) ·
p(xi |µ1 )
1≤j≤N

= arg max

1≤j≤N

i=1

−

" j−1
X

(5.40)

i=j
N
X
2
(ln xi − µ˜0 ) +
(ln xi − µ˜1 )2

i=1

#!
(5.41)

i=j

Change in mean and variance Analog to the normal distribution.
"j−1
#
N
Y
Y
p(xi |µ˜0 , σ˜02 ) ·
p(xi |µ˜1 , σ˜12 )
(5.42)
t˜0 = arg max ln
1≤j≤N

5.5

i=1

i=j

Implementation layout

At this point all the information for constructing the off-line change point
detection algorithm are available. This section will outline the final algorithm
for detecting multiple change points in a timer series for a tag in the ARTigo
data set. The algorithm will use the off-line formula for the change time from
Section 5.2.2 and bootstrapping from Section 5.3. Normally a conveniently
chosen threshold h is used for deciding if change occurred. The algorithm
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presented in this thesis requires no such threshold. Instead the most probable
change time calculated with the estimator of t0 from Formula 5.20. After
that the false positives are eliminated through bootstrapping. The algorithm
is recursive. Every time a new change point is confirmed after a complete
iteration of bootstrapping, the time series is split up at the change point and
the the algorithm tries to find the the next change point in the two newly
created time series. It stops when a detected possible change point is not
approved by bootstrapping. In that case the confidence is below expected one.
Parameter and Input The algorithm only requires two parameter besides
the input data. These are bootstrap steps, defining how often a time series is
reordered in a complete bootstrap step, and confidence defining the minimum
confidence the detecting change points should have after bootstrapping.
The input data is the enriched data set from Chapter 4. Every column
contains the time series of an tag.
Algorithm The algorithm is outlined here only for one time series.
1. Calculate the most probably change point with Formula 5.23.
2. Calculate the confidence of the change point with with bootstrapping
as outlined in Section 5.3, the amount of repetitions is given by bootstrap steps
3. If the calculated confidence is greater than the given confidence, add the
change point to the result list, else stop.
4. Split up the time series at the change point. Calculate the next change
point for the two parts, before the change and after the change. In both
case start again with step 1.
A full implementation of this algorithm can be found in the source for the
ELKI implementation and the R-scripts of this chapter. Both are provided on
the appended DVD. See for more details Appendix A and B.
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Chapter 6
Application and Evaluation
This chapter evaluates the different aspects mentioned in the previous chapter.
This includes testing which distribution is the preferred one or if variance needs
to be respected. The results of the final off-line algorithm presented in Section
5.5 are compared to results of the Signi-Trend algorithm. Finally some insights
of detected change point are presented to show interesting result and evaluate
if the algorithm is producing meaningful results.

6.1

Influence of Variance

This section will compare the results of the change point detection when detecting only a change in mean to detecting a change in mean and variance.
Because the enriched ARTigo data set contains many different time series the
influence of the variance can differ from time series to time series. Both approaches were used for many different examples of time series from the ARTigo
dataset. These results were evaluated to determine the strengths and weaknesses of the both approaches. Because it is impossible to test all possible
time series, only specific case were inspected. Depending on the period of interest the available data changes which leads to other properties in the time
series. The influence of the variance was only evaluated by using the normal
distribution.
It can be expected to receive different results when detecting a change in
mean and variance in comparison to just detecting a change in the mean. For
the final algorithm the variant which delivers the better results should be chosen. As already mention is it impossible to run the two variants on all possible
time series created by the preparation steps from Chapter 4. Instead only different possible forms of time series for the tags were inspected. The important
cases are displayed in Figure 6.1 and are discussed in the following. The left
column of Figure 6.1 shows the detected change points as vertical lines in the
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(a) Change in mean for tag KIND
(engl. child)

(b) Change in mean and variance for tag
KIND (engl. child)

(c) Change in mean for tag BLAU
(engl. blue)

(d) Change in mean and variance for tag
BLAU (engl. blue)

(e) Change in mean for tag MANN
(engl. man)

(f) Change in mean and variance for tag
MANN (engl. man)

Figure 6.1: Different interesting cases when comparing change in mean (left
side) and change in mean and variance (right side)
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displayed time series for the different tags when detecting changes only in the
mean. On the right side changes in mean and variance were detected. Every
row shows a different case of possible time series forms. As already mentioned
not all such case were analyzed, only the important ones are mentioned here.
The first case, displayed in Figures 6.1a and 6.1b, shows that the second
method can detected changes in mean and variance even when just looking
at the mean did not detect a change. The reason is that in Figure 6.1a the
changes in mean were not big enough for the algorithm to notice them. But
the change in variance was big enough to detect a change point in Figure 6.1b.
The second row shows that the two variants detect change points at nearly
the same position but in the case of only detecting a change in mean the amount
of detected results can be much higher as seen in Figure 6.1c. The explanation
here would be that a low variance will lead to less changes compared to looking
only at the mean which leads to the results in Figure 6.1d. A low variance
moderates detecting changes in the mean. In the last case of Figures 6.1e and
6.1f the important information to take is that if there is a big change in mean
and for the rest the variance is low the change is detected by both variants.
There is still an answer needed to the question which variant is the better for
detecting event in the ARTigo data and therefore is used in the final algorithm.
The decision fell in favor of only detecting changes in the mean. The cases
where the other method detected changes which were not detected by only
looking at the mean were very low. In most of the cases only looking at the
mean lead to more detected changes which includes all changes that were also
detected by looking at the mean and variance. Because the goal in this thesis
is not to interpret detected changes the variant which detects more changes
was chosen. If all these changes are really important can be decided by the
person interpreting them.

6.2

Choice of distribution

In Chapter 5 two different distribution were introduced, the normal and the
log-normal distribution. This section evaluates these two variants. The distribution used by the change point detection algorithm should represent the
distribution of the observations of a time series. It is not an easy task to find
a distribution which fully fits the distribution of the different observations.
Because of this situation a try and error approach was chosen in this thesis.
The algorithms were tried out with one distribution and if the detected change
points in several experiments were detected at the right positions the result
were accepted. At first the normal distribution was tested. With it were already pretty good results possible. On the other hand it is very apparent that
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the observations are probably not normal distributed. There are often cases of
many low values and just a few high values of the relative amount for a tag.
Because of this observation in the data the log-normal distribution was tried
out with the hope of achieving even better results. With looking at the following figures the question which distribution is the better fitting one should
be answered. It was tested for a change in the mean to known variance (the
preferred method as discussed in the previous Section 6.1).
Figure 6.2 shows detected changes point as vertical lines while using a
normal distribution on the left side and a log-normal distribution on the right
side. The rows show different cases in the form of time series for different
tags. The goal was to compare time series which have many zero values at the
beginning to time series with just positive values or where not many similar
values are present.
The first row consisting of Figures 6.2a and 6.2b shows a time series without
many zero values. The detected change points are nearly identical. The choice
of distribution has hardly any influence.
In the second row using a log-normal distribution leads to more detected
change points in Figure 6.2d as in Figure 6.2c. It seems the existence of just
low and high values leads to different results.
But this situation can also lead to result where using a log-normal distribution leads to hard to understandable change points as in Figure 6.2f compared
to expected change points as in Figure 6.2e.
Especially because of case outlined in the last to sub-figures the decision
about what distribution should be used fell in favor of the normal distribution.
As already mentioned, not all possible case of different forms of time series for
all tags were inspected. There can be cases where a log-normal distribution
leads to better results but the overall expression favors the normal distribution
in most of the cases.

6.3

Signi-Trend

Signi-Trend was introduced shortly in Section 5.2.3 as a trend detection algorithm. It was included for two main purposes. The first one is to determine
if it produces usable results on time series from the ARTigo dataset. Because
its main intention is to detect trends in a textual data stream there is a high
chance the basic principle also produces valid results on the ARTigo data. It
is also an opportunity to test if other algorithms than off-line detection algorithms prove also as viable. The second purpose consists of comparing the
results from the Signi-Trend algorithm to the off-line detection algorithm from
this thesis.
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(a) Change in mean for tag MANN
(engl. man) using normal distribution
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(b) Change in mean for tag MANN (engl.
man) using log-normal distribution

(c) Change in mean for tag PORTRÄT (d) Change in mean for tag PORTRÄT
(engl. portrait) using normal
(engl. portrait) using log-normal distribudistribution
tion

(f) Change in mean for tag CHRISTUS
(e) Change in mean for tag CHRISTUS
(engl. Christ) using log-normal distribu(engl. Christ) using normal distribution
tion

Figure 6.2: Different interesting cases when comparing normal distribution
(left side) to log-normal distribution (right side)
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6.3.1

Apply Signi-Trend

Signi-Trend requires the input of three different parameters. The bias β from
Formula 5.26, the halftime for the learning rate α and a threshold for sigβ
from Formula 5.25.
The following values proved as the best on the ARTigo dataset:
• x=0.5 for calculating the bias.
• halflife=2, for calculating the learning rate α.
• minsig=2, as the threshold to determine if a trend is significant.
Figure 6.3 shows the values for sigβ as well as the detected trends for the
tag LANDSCHAFT (engl. landscape). The second graphs shows besides the
detected positive and negative trends also the values values for the elastic
moving average and standard deviation1 . The detected trends seem intuitive
and fitting.
Adjusted learning rate As already outlined in section 5.2.3 it is possible
to use an adjusted learning rate. In the standard case the values for EWMA
and EWMAVar can take extreme values at the start of a time series. They
need some time to adjust to the time series. The reason lies in the learning
rate. In theory this problem should be recognizable in time series with leading
zeros. Because this is the case for many time series of tags when looking at a
big time period, using the adjusted learning rate makes sense.
Figure 6.4 compares the results of using the normal learning rate in the first
graph and the use of and adjusted learning rate in the second graph for the
tag tag LANDSCHAFT (engl. landscape). There are hardly any differences.
Even if there are differences, they are not recognizable without enlargement.
Looking at the values for sig(x) in Figure 6.5 for unadjusted and adjusted
learning rate shows that only small difference appear at the beginning. Later
the two lines overlap totally, the learning rate reached its normal value. The
small differences have no influence on the detected trends because sig(x) stays
under the threshold. This does not mean that this is always the case. There
can be cases where the small differences are enough to pass the threshold.
An example for such a case can bee seen in Figure 6.6 for the tag BÄUME
(engl. trees). It shows the results for the adjusted learning rate in the bottom
graph. Through using the adjusted learning rate an additional trend was
detected around 1300.
1

The implementation for creating such graphs can be found on the appended DVD
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Figure 6.3: Results of Signi-Trend for tag LANDSCHAFT (engl. landscape)
and bias=0.000265, halflife = 2 and minsig = 2. The first graph shows the
values for sigβ . The second graph show positive trends in green and negative
ones in red. Additionally the blue line shows the EWMA and the lightblue
line show EWMA +/- the standard deviation.
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Figure 6.4: Results of Signi-Trend for tag LANDSCHAFT (engl. landscape)
and bias=0.000234, halflife = 2 and minsig = 2. In the second graph the
learning rate was adjusted.

Figure 6.5: Results for sig(x) for tag LANDSCHAFT (engl. landscape). The
blue line shows the values for an unadjusted learning rate, the green line for
an adjusted one.
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Figure 6.6: Results of Signi-Trend for tag BÄUME (engl. trees) and
bias=0.000234, halflife = 2 and minsig = 2. In the second graph the learning
rate was adjusted.

6.3.2

Comparison of Algorithms

The next step is to compare the results from Signi-Trend with the ones from
the off-line change point detection algorithm from Section 5.5.
In the most cases the results from the Signi-Trend algorithm are similar to
the one from the off-line change point detection algorithm. Figure 6.7 show
the detected points by both algorithms. They are the same for the important
positions. Decreasing the confidence parameter in the off-line algorithm will
lead to also detecting the one around 1810. A notable difference is that SigniTrend sometime detects a few consecutive points. If these are seen as one point
the differences vanish.
But there are also case were the results are distinct. An example shows
Figure 6.8. Again the result from Signi-Trend are at the bottom. This time for
the tag MANN (engl. man). None of the changes at the end are detected by the
off-line algorithm. Singi-Trend is developed with the goal to detecting trend in
ongoing data streams. This means is also forgets past properties. After some
time of nearly constant data a small change in the curve is enough to trigger
the trend detection of Signi-Trend. The small decrease to zero at around 1830
leads to a significant increase for Signi-Trend at 1835. In comparison the
little changes in the mean are not significant enough for the off-line detection
algorithm.
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Figure 6.7: In the bottom detected significant trends by Signi-Trend, in the
top detected change point by the off-line change point detection algorithm for
the the tag LANDSCHAFT (engl. landscape)
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Figure 6.8: In the bottom detected significant trends by Signi-Trend, in the
top detected change point by the off-line change point detection algorithm for
the the tag MANN (engl. man)
All in all proves the Signi-Trend as a valid alternative to the off-line change
point detection algorithm. Both algorithms return interesting changes in the
time series of a tag.

6.4

Results of Change Detection

Despite it being not the goal of this thesis to interpret the results of the change
point detection in a sense if the results represent actual events relevant for art
history studies, it is still required to test if the results of the algorithm make
any sense at all. Verifying if an algorithm is able to return the results someone
is interested in, is one of the last parts in the data analysis process. The results
should make sense in the context of the task at hand. The main requirement
to the algorithms presented in this thesis is to detect changes in the course of
how often an artwork was tagged with a specific tag. That means it should
not return a change point if there is no significant change in the amount of
artworks tagged with a specific tag. This question was more or less already
answered through the different examples in the previous chapters and sections.
The detected changes were in nearly all cases at positions where the curve of
the time series makes a significant rise or descent.
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Figure 6.9: Detected change points in blue for the tag IMPRESSIONISMUS
(engl. impressionism)
There is the question left if the detected changes have any value. In the
rest of this section it is shown through different examples that the final algorithm from Section 4.4.5 is indeed detecting change point which have an actual
relevance in an art historic context.
The following examples were taken from the change point detection component in the Artigo Analytics Center. This component uses the discussed enrich
algorithm and off-line change point detection algorithm. All the parameters
for these algorithms can be modified. For more information see also Append
C. The period in the examples goes from 1700 to 1900, the repeat count is 10
and interval count is 100. The confidence is 0.97 and only tags with a minimal
tag-count of 7 are from interest.
The first example is shown in Figure 6.9. It shows the results of the change
point detection for the tag IMPRESSIONISMUSS (engl. impressionism). The
historic start of impressionism is dated to the second half of the 19th century.
The first detected change point is around 1865 which matches the start of
impressionism. The algorithm detected correctly the start of impressionism.
Figure 6.10 shows another interesting example, this time for the tag BERGE
(engl. mountains). It looks like in the second half of the 18th century artists
started painting more mountains in their artworks and it stays like that until
1840. A possible interpretation could be that in this time frame artist focused
more on painting in nature. This idea can be enforced through looking at other
tags representing elements of nature, like for example ( grassland).
It seems that the algorithm is working pretty well and is detecting interesting changes. But not all changes are of value. It should always be kept in
mind how the data was collected and it can just be an random result from the
algorithm. The returned change for a specific point was just detected because
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Figure 6.10: Detected change points in blue for the tag BERGE (engl. mountains)

Figure 6.11: Detected change points in blue for the tag FOTO (engl. photo)
the available data lead to the form of the time series where the algorithm
would detect a change. Not all all detected changes are right in an historic
context. But every detected change can be. It is the duty of the people using
this algorithm to interpret the results correctly. The algorithm should just
provide a helping hand.
An example for a pit fall is Figure 6.10 which shows the result of the
change point detection for the tag FOTO (engl. photo). It shows big changes
around 1835. This is not a change in the contents of the artwork which describe an art historic event. As photographs were becoming more popular in
the 19th century the possibility to archive art through photos was possible.
Many artworks in ARTigo are represented as photos of the original artworks.
The detected changes do not mean that photographic artworks were becoming
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popular around 1835, instead just many artworks of that time were archived
in ARTigo as a photo.
These few short examples show that it is indeed possible to detect changes
which are interesting to interpret and represent actual historic events. Still
not all changes have a specific meaning or can be explained within a historic
context.
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Chapter 7
Conclusion and Outlook
This thesis concludes with a summary on what was done and achieved in the
end. Furthermore an overview over open questions and further related topics
is given.

7.1

Summary

In the course of this thesis different required parts for gaining the tools to
detect events in the ARTigo data were discussed.
The first big part consisted in enriching the collected data from the input of
the players of the ARTigo game and other GWAPs on the ARTigoe platform.
It started with extracting the data from the database, exploring it and then
constructing an enrich algorithm to get rid of several flaws in the data which
have a negative impact of the later applied change point detection. Such flaws
were solved through the formatting of the creation date and mapping it to
intervals and the aggregation of artworks into intervals with equal amount of
data and repeated and repeated calculation of the final year.
The second big part was the presentation of the change point detection
algorithm. The CUSUM algorithm was the basis for the later off-line change
point detection algorithm. Bootstrapping was introduced to evade choosing a
threshold for determining if a change occurred. Furthermore the formulas for
the normal and log-normal distribution were given. As an alternative approach
Signi-Trend was introduced. The final off-line detection algorithm detects
changes in the mean of a time series of tag given a normal distribution.
In the end different variations of the final off-line detection algorithm were
investigated. Respecting also the influence of the variance in a time series
as well as using the log-normal distribution proved of no meaningful additional value. The Signi-Trend algorithm produces also usable results. Both
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algorithms return similar results. The detected changes can indeed relate to
actual historic events but all results should be taken with caution.
One of the main goals of this thesis is to provide a possibility for researchers
and persons with similar interests to analyze tag image data in the special case
of event detection. In the end art historians and the like are provided with
a feature in the ARTigo Analytics Center to detected possible events in the
data. The main focus lied only in providing the describe toolset, not in already
performing a fully fledged analysis of the detectable events.

7.2

Further topics

This chapter gives an overview over interesting matters for which was no place
left in this these as well as over possible following research to this thesis.
Investigating detected events This thesis provided just the tools for finding events in the data collected by ARTigo. The results were not investigated
and interpreted besides some examples in Section 6.4. But these examples
are just the tip of an iceberg. There are thousands of different available tags
with possible change points. The provided algorithms are highly modifiable.
Through modifying the different parameters it is possible to look at different
time periods with adjustable detail which is regulated through the interval
parameter. Maybe the results leads to new insights in art history or they can
take a supporting role in art history studies. At least they give art historians
or other interested people the opportunity to investigate the data collected by
a social image tagging platform.
Analyze tag compositions The most interesting topic for the future would
be to find change in composition of tags. With the outcomes of this thesis it
is only possible to detect changes in time series of one specific tag. Artworks
are normally tagged with more than one tag. There is ongoing research to
determine which compositions are often occur together. It would be interesting
to detect events also in time series constructed from more than one tag. One
example could be looking at the combination of the tags sword and man. A
detected change could indicate that a some time men stopped wearing swords.
The composition does not have to be limited to two tags, any number of tags
could be possible. In case such an analysis is possible, a next question could
be, how much influence on a possible change has a single tag in the group of
tags. Maybe some tags are more dominant than others.
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Other change point detection algorithms and distributions This thesis focused on a limited amount of change point detection algorithms, namely
the basic CUSUM algorithm and the basic off-line detection approach as well as
the Signi-Trend algorithm. Maybe there are modifications of these algorithms
or other change point detection algorithms developed for other problems which
lead to better results in detecting change points in the ARTigo data set. The
same goes for used distributions. Maybe some good parameterized other distribution leads to better results. It can be the case that one distribution is
working better for some time series of tags than for other ones.
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Appendix A
R-Scripts
The enrichment of the ARTigo dataset described in Chapter 4.4 was fully done
within the R programming language1 . All the implementations for the different
chapters can be found on the DVD.
The implementations were developed with R version 3.2.4.
The R packages textitM atrix and textitplyr are needed for execution of some
functions.
Data enrichment The developed algorithms in Chapter 4.4 can be found in
the file data enrichment.R. The final enrichment output is obtained through
executing sum intervall after enrich artigo data.
Helper functions used for experiments All the functions used for generating the different example plots can be found in files named after the Chapter
were they were used. The provided comments and function names help identifying the use case of a particular function.
Import of data The data can imported directly from the database with the
code in the file data import.R. The credentials have to be adjusted of course.

1

http://www.r-project.org, Accessed: 2016-10-22
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Appendix B
ELKI Implementation
The off-line change point detection algorithm and Signi-Trend algortihm from
Chapter 5 were implemented into the ELKI framework.
Off-line detection algorithm The version for detecting changes in the
mean while assuming a normal distribution was implemented. The algorithm
requires the following parameters
• confidence
• bootstrap steps
It returns the position of every change point in a time series and the confidence
of the detected change point.
Signi-Trend Both versions, normal learning rate and adjusted learning rate,
of the Signi-Trend algorithm were implemented. The algorithm requires the
following parameters
• bias
• halftime
• minsigma
• slowlearning (for determining which version should be used)
It returns the position of every detected trend and the value of sig(x) for that
time point.
Input and output format ELKI requires as specific input format. For an
example see the file input.csv. For example of outputted change points see
file output.txt.
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Appendix C
ARTigo Analytics Center
Implementation
This appendix gives a short overview over implementation of the change point
detection component and the required steps for using it. All the implementation was done on the branch changepointdetection in the repository of the
Artigo Analytics Center.
Implementation The Analytics Center center uses both, the final enrich
algorithm from Section4.4 and the off-line detection algorithm from Section
5.2.2. The following parameters are adjustable in the user interface:
• minimum tag count
• start year
• end year
• interval count
• repeat count
• confidence
Additionally it is possible to define if a list with all possible change points
should be returned.
External resources Because the Analytics Center has no support for implementing the required algorithms, the results for these steps have to be obtained
from external resources. The enrich data set is obtained per API call from an
R-server which has an extracted dataset from the database loaded in memory.
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After transformation of the answer the change points are calculated in ELKI
in a separate process. The results from ELKI can then be inspected in the
ARTigo Analytics center.
Setup The complete configuration of the setup for a running version of the
Analytics Center is described in the README file on the DVD. This includes the setup of the R-server and ELKI. The R-server needs to be restarted
everytime new collected data in ARTigo should be used. The input and output
files for ELKI are stored in the data directory of the web server. From time to
time or in case of storage problems these files need to be deleted.
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