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Zusammenfassung

Assoziationen zwischen Gruppen von Werten in einem Datensatz zu finden
wird als das Problem der Assoziationsregelanalyse bezeichnet. Dies kann in
die zwei Teilprobrobleme Frequent Itemset Mining und Assoziationregel Gene-
rierung zerlegt werden. Die Open Source Data Mining Anwendung ELKI, die
für Experimente im Zuge dieser Arbeit verwendet wird, unterstützt bis jetzt
nur das erste Teilproblem. Deshalb ist die Implementierung von Assoziations-
regel Generierung und deren Integration Teil dieser Arbeit.

Das ARTigo-Projekt ist eine Online-Plattform, die dazu gedacht ist ei-
ne semantische Kunstwerk-Suchmaschine zu betreiben. Indem Nutzer auf der
Webseite des Projekts spezielle Spiele spielen, steuern sie den Kunstwerken
beschreibende Tags bei. Diese gesammelten Stichwörter können anhand von
verschiedenen Data Mining-Methoden analysiert werden. Diese Arbeit kon-
zentriert sich auf die Assoziationsregelanalyse der ARTigo-Daten unter Ver-
wendung von verschiedenen Interessantheitsmaßen.

Der Hauptteil dieser Arbeit besteht in der Evaluation von geeigneten Inter-
essantheitsmaßen für die ARTigo-Daten. Dafür werden zehn Interessantheits-
maße als Erstes auf Ähnlichkeiten untersucht. Anschließend wird ihre Fähig-
keit, uninteressante Regeln zu eliminieren und interessante zu identifizieren,
verglichen. Zuletzt werden die tausend am höchsten eingeordneten Regeln an-
hand von fünf vorgeschlagenen Eigenschaften analysiert.



Abstract

Finding associations between groups of items within a data set is referred
to as the problem of association rule mining. This can be decomposed into
the two subproblems frequent itemset mining and association rule generation.
The open source data mining framework ELKI used throughout this work for
experiments so far only supports the first subproblem. Therefore the imple-
mentation of association rule generation and its integration in ELKI is part of
this work.

The ARTigo project is an online platform with the purpose of powering
a semantic artwork search engine. By playing special games on the projects
website users contribute descriptive tags to artworks. These collected keywords
can be analyzed using various data mining techniques. This work concentrates
on applying association rules mining to the ATRigo dataset, using various
interestingness measures.

The main part of this thesis is to evaluate appropriate interestingness mea-
sures for the given ARTigo data. Therefore, ten interstingness measures are
first searched for similarities. Second, their ability of eliminating uninteresting
and locating interesting association rules is compared. Last their one thousand
highest ranked rules are analyzed by the means of five proposed properties.
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Chapter 1

Introduction

Nowadays almost every modern digital technologie generates some kind of
data [Agg15]. Supermarkets and online retailers collect customer purchase
data, airlines gather flight information form their customers, websites track
their users IP-addresses. This data is collected for a purpose, whether it is for
diagnostic, analysis or with some other intention. Especially the web has made
it very easy to gather massive amounts of data. This can be done without users
realizing or through active contribution of users. The evaluation of such large
data collections can provide very interesting and useful knowledge.

The ARTigo project [WBBL13], developed in close collaboration by the art
histroy and the computer science departments of the LMU, is an online plat-
form, with the purpose of powering a semantic artwork search engine. Because
of the limited possibilities of computerized image search engines, ARTigo relys
on human contribution. Therefore users can play several games on the projects
website. Players can enter descriptive or by any other means suitable keywords
to the displayed images. If the entered tags have been entered by other users
as well, this player scores. These tags make it possible for users to search for
images according to specific keywords. Similar to other scenarios like collected
customer purchase information these gathered tags can be used for further
analysis. Applying various data mining techniques, for instance association
rule mining could provide interesting new knowledge for art history as well as
computer science. This is done by means of the ELKI framework [SKE+15],
being an open source data mining software mainly developed by the database
systems group of the LMU computer science department. It includes a variety
of different implementations of algorithms, evaluation measures, visualization
components and other useful data mining utilities.

This work will concentrate on the usage of association rule mining, which is
a data mining method with the purpose of finding associations between groups
of artwork tags, when applied to the ARTigo dataset. Until now this mining
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CHAPTER 1. INTRODUCTION

method is only partly supported by ELKI, consequently implementations for
the missing parts have to be added to the framework before the algorithm can
be applied to the dataset. Depending on which parameters are passed and
what type of data is fed to the algorithm, the number of detected association
rules can be very large and the amount of associations providing new and in-
teresting knowledge may vary significantly. Many rules may be redundant or
obvious and therefore contain no useful information. For this reason, various
metrics, referred to as interestingness measures, have been defined. By apply-
ing different measures, it is possible to increase the amount of valuable rules for
the given type of data [STXK07]. Thus, evaluating appropriate interestingness
measures for the ARTigo data is a major part of this work. Given this special
data type, it is of great interest to search the measures for similarities and
analyze their performance. Especially since association rule mining as well as
the various interestingness measures have been designed for other data types
than artwork tags.

The remainder of this work is structured as follows: Chapter 2 presents
related work.
Chapter 3 explains the theoretical foundations of association rule mining and
its subproblems. Furthermore the interestingness measures, being used for
experimentation will be outlined.
In Chapter 4 ARTigo and ELKI are introduced in further detail.
Chapter 5 covers a characterization of the special type of data collected by
ARTigo. Additionally experiments together with their results are illustrated.
Finally, Chapter 6 gives a conclusion and proposes ideas as well as concepts
for future projects based on this work.
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Chapter 2

Related Work

The association rule mining problem is an especially well-studied topic of data
mining. A great amount of research, concerning this problem, concentrated on
optimizing the mining process. Since first algorithms were unable to mine rules
from very large databases, researchers introduced various new algorithms us-
ing pruning methods to improve memory efficiency and reduce computational
costs. In Chapter 3, research concerning the process of association rule min-
ing, is introduced and two important algorithms are described in detail. So
far, most of the research is done using market basket data, but association rule
mining does not have to be limited to this specific application area.

For example Merceron et al. [MY08] applied association rule mining to
education data. Their data was collected with the use of the learning manage-
ment system Moodle, of a course consisting of 84 students. On the one hand,
the purpose of this research was to gather information about what students do
with these extra resources, like slides and exercises, provided to them by the
Moodle platform. On the other hand, researchers wanted to find out, which
interestingness measure works best on this specific type of data. Therefore,
they applied the four different measures support, confidence, cosine and lift
to their data. With the use of adequate thresholds for the right interssting-
ness measures they were able to achieve useful knowledge. Their experiments
showed that when applying cosine, the greatest amount of interesting rules
were achieved.

Moreover, an empirical evaluation of the performance of various interest-
ingness measure on a clinical data set, was part of the research, done by Ohsaki
et al. [OKO+04]. Therefore, association rule mining was applied to a dataset
on hepatitis. The rules, yielded by the different measures, were compared to
those considered interesting by a medical expert. This showed that for in-
stance, the interestingness measure Jaccard has a very high performance on
this type of data. Although many measures reveal a complementary trend,
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CHAPTER 2. RELATED WORK

some measures were capable of selecting really interesting rules.
Milk and Kender [MK06] introduced another interesting research work,

concerning the topic of evaluating the most suitable interestingness measures
for a specific type of data. To cluster web images, they used association rule
mining. Therefore, they extracted signal features, such as color and format,
from their sample images. Additionally, the websites, containing the respec-
tive images, were processed to extract keywords. To this data set, consisting of
signal features and textual features, association rule mining was applied. Fur-
thermore, 22 interstingness measures were evaluated on their ability to sort out
uninteresting rules. This showed the use of measures, such as Correlation Co-
efficient and Kappa, result in more precise clustering than standard measures
like support and confidence.
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Chapter 3

Theoretical Foundations

At first association rules may seem very abstract, therefore this Chapter is
intended to provide a basic understanding of association rules and associa-
tion rule mining. Initially, the origin together with the general concept of
association rules is explained. Afterwords, frequent itemset mining, the first
subproblem of association rule mining, is defined. Additionally two major fre-
quent itemset mining algorithms Apriori and FPGrowth are introduced. The
former, being one of the first algorithms introduced, the latter being one of the
most efficient ones. Next, association rule generation, the second subproblem,
which is build upon the first, is addressed. This algorithm was added to ELKI.
Last, the concept of interestingness measures together with some examples are
outlined.

3.1 Association Rules
The problem of association rule mining was originally introduced in 1993 by
the three scientists Agrawal, Imielinski and Swami [AIS93] in the context of su-
permarket data analysis. They presented the first algorithm which was capable
of processing the large databases of retailers. For example, the management
of a supermarket with a huge amount of different products or items has to
make important decisions, including what to put on sale, where to place items
in the shelves, which customers should be targeted by ads. Furthermore, the
supermarket collects customer purchase data at the checkout counter every
day. This data is stored in a database. In particular, the database consists
of sets of items, where one set is referred to as transaction and contains all
items purchased by a single customer. The general problem of association
rule mining is to find associations between groups of items. This indicates, if
certain items contained in an itemset X occur, then specific other items from
an itemset Y are likely to occur as well. Therefore, an association rule is an
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implication expression of the form X ⇒ Y . X is called antecedent and Y
is called consequent of a rule, X and Y being disjoint. Assuming there is a
rule {bread, butter} ⇒ {milk} which means, someone who buys bread together
with butter, the items contained in the antecedent, will very likely also buy
milk, the elements of the consequent. This information for example, can help
to determin, where to place items in the shelves and thereby helps to improve
the quality of these importent management decisions significantly [Agg15].

Since the problem of association rule mining originated in the context of
supermarket data analysis, a great amount of terminology, such as transaction
and items, were borrowed from the supermarket analogy. However, meanwhile
the problem is applied to a wide range of different types of data and used in
all kindes of different subjects, such as bioinformatics, medical diagnosis, web
mining, software bug detection and scientific data analysis [PNSK+06], such
as in this thesis.

Generally, the association rule mining problem can be decomposed into
two subproblems: first, find all combinations of items, which have a certain
statistical significance, also known as frequent itemset mining. Second, given
a significant itemset, generate all rules which have a certain strength. The fol-
lowing sections will describe the two subproblems in further detail. To describe
these two subproblems, the most common model, which applies raw frequency
to quantify the strength of rule, will be used. However, these frequencies do
not necessarily corresponde to the most interesting rules. Therefore, a variety
of different, so called interestingness measures, have been introduced [Agg15].
These will be explained in greater detail in Section 3.4.

3.2 Frequent Itemset Mining
For detecting association rules in a given dataset [Agg15], it is important
to first select only those combinations of items which accomplish sufficient
relevance. To formally define the frequent itemset mining problem, a few
essential definitions have to be made. Consider a database T consisting of
n transactions, as T1, ..., Tn. Each transaction represented by its transaction
identifier Ti is a k-itemset, being a set of items with cardinality k. Every item
is an element of the universe U of items. Referring to the supermarket analogy
the transaction database T would be all purchases Ti done by customers. The
universe of items U would be all products the supermarket has to offer. Thus
U is very large and can have a cardinality of ten thousand or more, whereas
the number of items contained in a transaction is normally relatively small.
To quantify the frequency of an itemset, we count the number of transactions
in the database T in which the itemset occurs as a subset. This number is
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Transaction Itemset
T1 {apple, banana}
T2 {banana, orange, peach}
T3 {apple, peach}
T4 {apple, banana, orange, peach}
T5 {apple, orange, peach}

Table 3.1: Customer purchase database with five transactions and the universe
of items U = {apple, banana, orange, peach}.

known as the support of an itemset, whereas the fraction of support, divided
by the total number of transactions, is referred to as the relative support.

Somehow correlated items, like bread and butter, are more likely to occur
together. Clearly, only few people eat plain bread, thus itemsets containing
such items, like bread and butter, have a higher support. In other words,
a certain minimal support threshold minsup has to be defined, whereby all
itemsets whose support is greater or equal minsup are declared frequent. The
problem of finding all such frequent itemsets with support ≥ minsup in a
database is referred to as frequent itemset mining [Agg15].

Consider the customer purchase database of a supermarket, given in Table
3.1, and let minsup be 3. For example, {apple, peach} is frequent, because this
itemset occurs in transaction three, four and five as a subset and therefore
its support is 3, which is greater or equal to minsup. Instead the itemset
{apple, banana} is not frequent, since it only occurs in transaction one and
four, thus its support of 2 is less than minsup. As a matter of fact, the only two
frequent 2-itemsets are {apple, peach} and {orange, peach}. All other itemsets,
except the four 1-itemsets, {apple}, {banana}, {orange} and {peach}, are not
frequent.

A brute force algorithm for frequent itemset mining would be to first gen-
erate all subsets of the universe of items U . Then the support for every subsets
X of U has to be calculated [ZMJ14]. Therefore, for every itemset X it has
to be checked, if it is a subset of any transaction Ti in the database T . To
compute the support of a single itemset X a complete database scan has to be
made. More importantly, there are 2|U| subsets of U , resulting in 2|U| database
scans. In short, the I/O complexity of this algorithm is O(2|U|). This approach
is unsuitable for real world practice, especially, since U is usually very large.
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3.2.1 Apriori Algorithm

The Apriori algorithm was proposed in 1994 by Rakesh Agrawal and Ramakr-
ishnan Srikant [AS+94]. It provides a significant improvement over the brute
force approach, by reducing the amount of wasteful computation and the num-
ber of complete database scans. Mainly responsible for the improvement is the
use of the downward closure property, saying every subset X of a frequent
itemset Y is frequent as well. On the contrary, this means for every itemset Y
being infrequent, any superset of Y is infrequent as well [Agg15].

The Apriori algorithm starts with counting occurrences of single items in
the database to determine the support of all 1-itemsets. Those, of which
are frequent, are retained in the set of frequent 1-itemsets F1, all others are
discarded. Next, all 2-itemsets are generated out of the itemsets, contained in
F1. These 2-itemsets are possible candidates for frequent itemsets. In general,
all candidate itemsets of cardinality k are referred to as Ck. C2 is then pruned,
according to the downward closure property. For the remaining itemsets in C2,
the support is calculated, whereas the frequent itemsets are referred to as F2.
The algorithm goes on with this procedure of generating the set of candidate
itemsets with next greater cardinality out of the one smaller frequent itemsets,
pruning this candidates set and computing the support for the retained ones
[Agg15].

To explain one iteration in detail, assume the algorithm has calculated Fk,
all frequent Itemsets of length k. Next step is to generate Ck+1, all candidates
with length k+1. Therefore, pairs of frequent itemsets contained in Fk, which
have k − 1 items in common, are joined. For instance if the two itemsets
{A,B,C}, {A,B,D} ∈ Fk like in Figure 3.1, having A and B in common,
are joined, the result is {A,B,C,D}. This special generation process ensures,
that many itemsets, which will later turn out not to be frequent, will not
be generated in the first place due to the downward closure property. Since
{A,B,C,D} is generated from two frequent itemsets, this guaranties that two
of the subsets, namely {A,B,C}, {A,B,D} as well as their subsets, are fre-
quent. Consider {A,B,D} /∈ Fk, then {A,B,C,D} will not be generated form
these two itemsets, as matter of fact {A,B,C,D} is surely not frequent. Ac-
cording to the downward closure property, when {A,B,D} is infrequent, then
its superset {A,B,C,D} is infrequent as well. To avoid one (k+ 1)-candidate
being generated more than once, a lexicographical ordering is applied to items
and only the k − 1 first common items are considered for the join. As a con-
sequence the only way of generating {A,B,C,D} is by joining {A,B,C} and
{A,B,D}, for example not by {A,B,C} and {B,C,D} [Agg15].

The next step is to prune the set of candidates Ck+1, according to the down-
ward closure property. In this way, the amout of candidates can be further
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∅

A(4) B(4) C(4) D(3)

AB(4) AC(3) AD(3) BC(3) BD(3) CD(2)

ABC(3) ABD(3) ACD(2) BCD(2)

ABCD(2)

Figure 3.1: All possible itemsets with their support from a transaction
database T = {ABD, ABCD, ABC, C, ABCD}, frequent itemsets with
support ≥ 3 are underlined

reduced. Therefore, the algorithm checks for every itemset I ∈ Ck+1, if all sub-
sets of I with length k exist in Fk. In the previous example {A,B,C,D} ∈ Ck+1

was generated from the two frequent itemsets {A,B,C} and {A,B,D}. As-
sume, the other two subsets of {A,B,C,D}, {A,C,D} and {B,C,D}, are not
in Fk, thus are not frequent. Consequently, {A,B,C,D} is removed from Ck+1,
since not all k-subsets of {A,B,C,D} are contained in Fk. This pruning tech-
nique, together with the process of candidate generation reduces the amount
of itemsets, which are considered for support computation, significantly. As a
result, a lot less wasteful computation has to be done [Agg15].

Finally, the support for the remaining itemsets in Ck+1 is computed, there-
fore all subsets with length k+1 are calculated for every transaction Ti in the
database T . For each calculated subset S it is checked, if S occurs in Ck+1,
the support of S is incremented when it does. This support computation of all
itemsets in Ck+1 can be done with one database scan Thus for each iteration
only one complete database scan is needed. To further optimize, the support
computation process the algorithm makes use of a data structure, referred to
as hash tree, to organize candidate itemsets in Ck+1. This approach signifi-
cantly increases the efficiency of support counting. At last, all itemsets, with
support less than minsup are removed and those with support greater or equal
minsup are added to Fk+1. Now the next iteration starts with Fk+1 [ZMJ14].
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Compared to the brute force approach, Apriori not only reduces the amount
of wasteful computation, but also dramatically decreases the number of costly
database scans, resulting in an I/O complexity of O(|U|) compared to O(2|U|)
[ZMJ14].

3.2.2 FPGrowth Algorithm

The FPGrowth algorithm [HPY00], introduced in 2000, is a relatively new
approach. The main goal of this algorithm is to avoid the still very costly
process of candidate generation, which is used by other approaches such as
Apriori. To achieve this, the transaction database T is indexed by means of
an extended prefix tree, referred to as frequent pattern tree (FP-tree).

The general concept of the algorithm is first to construct the frequent pat-
tern tree, which then is used instead of the original database. Based on this
tree, projected FP-trees are built for every frequent item i in U , out of which
all frequent itemsets containing i can be generated [ZMJ14].

As described initially, the frequent pattern tree has to be constructed out
of the transaction database T . Therefore, first of all, the algorithm com-
putes the support of all items i (1-itemsets) in U , immediately discarding
infrequent items. The frequent items are sorted in decreasing order of sup-
port. This lexicographical ordering is applied to every itemset and transaction
during the further procedure. Now, the first transaction in T is sorted by
decreasing item support and then inserted into the FP-tree, the root of the
tree being the empty set. Every inserted item is labeled with a count, ini-
tially being one. For example, the itemset with corresponding item support
{A(3), B(5), C(4), D(6), E(4)} would be inserted and labeled with one in the
following order: first D(1) then B(1), C(1), E(1) and lastly A(1). All other
transactions Ti ∈ T are inserted into the same tree. Transactions having the
first n items with some previously included transaction in common, will follow
the exact same path for these first n items, whereas their remaining items will
be inserted in new created nodes. Additionally the count of each existing node,
which is passed during the insertion of one transaction, is incremented. The
frequent pattern tree is complete, once all transactions Ti ∈ T are inserted as
illustrated in Figure 3.2. It is important to note that storing transaction in
decreasing order of item support, guaranties items occurring most often will
appear at the top of the the tree. As a consequence the tree is as compact as
possible [ZMJ14].

The next step of the algorithm is the procedure for building projected FP-
trees for every frequent item i in the constructed frequent pattern tree. The
procedure accepts the prefix P , initially being empty, and the FP-tree R as
parameters. The projected FP-trees are built in increasing order of support
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∅

D(6)

B(5) C(1)

C(3) E(1) E(1)

E(2) A(1) A(1)

A(1)

Figure 3.2: Initial frequent pattern tree R with count constructed from the
transaction database T = {ABDE, BCDE, ABCDE , ACDE, BCD, BD}.

of the corresponding items i in R. The projected FP-tree of one item i and
the prefix P is constructed as follows. At first all paths from the root to every
occurrence of item i in R are determined. The first path is inserted in the
new projected tree RP∪{i}, initializing the count of every node in RP∪{i} with
the count of the node in R with item i in this particular path. The other
paths to i are inserted into R{i}∪P in the same way as the transactions were
inserted into the initial frequent pattern tree. Except that the count of each
node, being passed, is increased with the count of the node in R with item i in
this exact path. For example i = A, all paths to A in R from Figure 3.2 being
D → B → C → E , D → B → E and D → C → E result in the projected
FP-tree in Figure 3.3. However, the last item of this path, being i is never
inserted, because i is now part of the prefix P . At last all infrequent items
are removed from the FP-tree RP∪{i}, according to Figure 3.3. The resulting
tree RP∪{i} is a projection of the itemset P ∪{i}. This procedure is now called
recursively with the new prefix set P ∪{i} and the constructed FP-tree RP∪{i}
as parameters [ZMJ14].

The base case of this recursion is reached, when the input FP-tree R is a
single path with no branches. In this case all subsets S of this one path are
generated and joined with the input prefix of this last call. The support of
each of this itemsets S corresponds to the support of the least frequent item
in S. All these itemsets are then added to F [ZMJ14].
Finally, when all recursive calls have reached the base case, the set F contains
all frequent itemsets in T .

FPGrowth has two advantages compared to Apriori and similar approaches:
First of all, it avoids the costly candidate generation through successively
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∅

D(3)

B(2) C(1)

C(1) E(1) E(1)

E(1)

∅

D(3)

E(3)

Figure 3.3: Projected FP-tree R∅∪E constructed from initial FP-tree, before
and after pruning infrequent items.

concatenating frequent 1-itemsets detected in the FP-tree. Second, the con-
structed frequent pattern tree is very compact, usually being smaller than the
original database. Additionally, this saves the cost of database scans. Show-
ing these benefits, FPGrowth has gained a lot of attention and many further
improvements to this approach have been introduced [HPY00].

3.3 Association Rule Generation
After finding all itemsets with a certain significance, the second subproblem
of association rule mining is to generate rules from these frequent itemsets.
Since only relevant rules are of interest, the question arises how to measure
this relevance [ZMJ14]. The most common way to quantify this, is by means
the measure called confidence. The confidence of a rule, X ⇒ Y , is known as
the conditional probability of a transaction containing Y given that it contains
X. This can be calculated according to this formula:

conf(X ⇒ Y ) =
sup(X ∪ Y )

sup(X)
(3.1)

Since only rules of certain relevance are of interest, similar to minsup in
frequent itemset mining, a specific minimum confidence threshold is needed to
generate only the most relevant rules. The term association rule was already
loosely defined in Section 3.1, now that all required formal definitions have
been made here the exact formal definition follows.

Definition. Given two disjoint itemsets X and Y . An implication expression
of the form X ⇒ Y is referred to as an association rule with a minimum
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support level minsup and a minimum confidence level minconf, if both following
criteria are satisfied:

1. sup(X ∪ Y ) ≥ minsup

2. conf(X ⇒ Y ) ≥ minconf

On the one hand, the first criteria guaranties, that only itemsets supported
by a sufficient number of transactions are considered. On the other hand, the
second criteria guaranties the conditional probability is high enough, ensuring
a sufficient strength of the rule [Agg15]. This makes clear, why the problem of
association rule mining can easily be decomposed in two subproblems, the first
being frequent itemset minimg, the second being association rule generation.
Whereby, the first part is computational more intensive and most research of
the last years was focused on improving frequent itemset mining. The phase
of association rule generation is more straightforward.

Given a set of frequent itemsets F a brute force approach for association
rule generation would be to divide every itemset Z ∈ F into all combinations
of itemsets X ⊂ Z and Y = Z \X, where X ∪ Y = Z. For every rule X ⇒ Y
the confidence is calculated. Those rules, satisfying the criteria of minimum
confidence are outputted, discarding the others [Agg15].

This brute force approach can be improved, as there is a property, which
enables pruning. Therefore the computational expense can easily be reduced.
This property, often referred to as confidence monotonicity [Agg15], implies
for a rule X ⇒ Y with conf(X ⇒ Y ) < minconf, that for all subsets W ⊂ X
the confidence conf(W ⇒ Z \ W ) will be less than minconf as well. This
ensures the checking of all rules, containing a subsets of X as antecedent, can
be avoided, since there confidence is known to be less than minconf. The most
common algorithm for association rule generation [ZMJ14] makes use of this
confidence monotonicity. Given the set of frequent itemsets F it initializes
for each itemset Z ∈ F , with |Z| ≥ 2, a set of antecedents A, containing
all non empty subsets of Z. For each itemset X ∈ A the confidence for its
corresponding rule X ⇒ Z \X is computed. In the case of conf(X ⇒ Z \X)
being less than minconf, all subsets of X are removed from A according to the
confidence monotonicity, otherwise the rule is outputted.
This approach for generating association rules is implemented and integrated
into ELKI (see Chapter 4. Additionally it is used for experiments in the course
of this work (see Chapter 5).
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3.4 Interestingness Measures
Association rules obtained by mining procedures, like those described in Sec-
tion 3.2 and 3.3, have a support of at least minsup and a confidence of at
least minconf. The common use of this frequency based model to quantify the
strength of rules is due to its convenience. Using the raw frequencies of item-
sets, algorithms can benefit from the downward closure property and confidence
monotonicity, thus very efficient mining algorithms can be designed [Agg15].
However, as mentioned in Section 3.1, it is important to note, that row fre-
quencies do not necessarily correspond to the most interesting rules, especially
since in different application areas different rules may be of specific interest.
Perhaps these frequencies can even be misleading, this can be illustrated with
the following example from Brin, Motwani, and Silverstein [BMS97].

The information shown in Table 3.2 makes it possible to extract the associ-
ation rule {Tea} ⇒ {Coffee} with a support of 0.15 and a confidence of 0.75. It
apparently indicates people drinking tea like to drink coffee as well. Even if this
may seem reasonable at first, a closer look reveals that the fraction of people
who drink coffee, despite whether they drink tea is 0.80, whereas the fraction
of tea drinkers who also drink coffee is just 0.75. As a consequence, knowing
that somebody drinks tea actually reduces the probability of the person being
a coffee drinker from 0.80 to 0.75.

Coffee Coffee
Tea 150 50 200

Tea 650 150 800
800 200 1000

Table 3.2: Contingency table displaying the prefered hot drinks among 1000
people [BMS97].

This Example reveals limitations of the confidence measure, thus it shows
the need for other measures. Apart from the limitations of support and con-
fidence a major motivation for defining new measures is the possibility of de-
signing different interestingness measures, that determine specific types of rules
for different types of data. Especially since databases grow larger and larger,
thus the number of mined rules increases even faster and it becomes impos-
sible for humans to locate interesting rules. For this reason the possibility of
computerized elimination of uninteresting rules becomes more and more im-
portant. Many interestingness measures have been proposed with the intention
of ranking rules interesting for a specific application area highest, facilitating
the extraction of interesting rules even form huge databases.
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Y Y

X sup(X ∪ Y ) sup(X ∪ Y ) sup(X)

X sup(X ∪ Y ) sup(X ∪ Y ) sup(X)

sup(Y ) sup(Y ) N

Table 3.3: Contingency table storing frequency counts needed for most inter-
estingness measures with N being the total number of transactions [GH06].

Almost all measures proposed so far are functions of a 2 × 2 contingency
table as shown in Table 3.3 [GH06]. Thereby sup(A) refers to the absolute
support. To be able to analyze and categorize all these measures, various
properties have been introduced. This work concentrates on the two most
widespread sets of properties.

In 1991 Piatetsky-Shapiro [PS91] proposed three principals every interest-
ingness measure should accomplish.

Property 1 The measures value for a rule X ⇒ Y should be 0 if X and Y
are statistically independent, meaning a rule occurring by chance should
be not interesting.

Property 2 The interest value should increase with the support of X ∪ Y
when the support of X and Y is unchanged. In other words, the greater
the correlation between X and Y , the more interesting is the rule.

Property 3 When sup(X ∪ Y ) and sup(Y ) (or sup(X ∪ Y ) and sup(X)) are
constant and sup(X) (or sup(Y )) decreases, the measures value should
increase.

Unlike these three principals which are considered desirable the following set
of five properties introduced by Tan et al. in 2002 [TKS02] can help categorize
the different measures.

Property 4 The value of the interestingness measure is the same for X ⇒ Y
and Y ⇒ X. Measures which accomplish this property are referred to as
symmetric measures, whereas measures, where the value changes when
interchanging antecedent and consequent, are called asymmetric.

Property 5 When multiplying any row or column of the 2 × 2 contingency
table with a positive factor, the interest value should stay the same.

Property 6 The sign of the value should change when replacing the an-
tecedent or the consequent by its negation, meaning the measure is ca-
pable of showing positive and negative correlation.
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Property 7 Rules satisfying this property have the same value even if an-
tecedent and consequent are replaced by their negations.

Property 8 Adding transactions, which contain neither antecedent nor con-
sequent do not change the value of the interest measure. In other words
the measure only depends on transactions containing X or Y or both.

Tan et al. [TKS02] analyzed 21 different interestingness, showing weather
they satisfy these eight measures. Additionally, they were able to categorize
these measures, assigning them to three groups. Despite not all measures of
a group satisfy the same of these eight properties, they are highly correlated,
meaning the correlation value with any other measure in the same group is
greater or equal to 0.85. For this reason, at least two measures of every one
of the groups identified in Table 3.4 of their paper were chosen for evaluation
within this thesis and are described in the remainder of this chapter.

These objective interestingness measures all use specific probabilities to
mine association rules. However, rules which were ranked high by these mea-
sures do not necessarily have to be interesting. First and foremost, these rules
have some very high or low probability, therefore, these highly ranked asso-
ciations are often obvious rules, which are already known to the user. The
actual interestingness of a rule is an important area of research, but so far no
consistent formal definition has been found [GH06]. This may occur because
of the subjective nature of interestingness. Rules may be declared uninterest-
ing, unless they reveal unexpected information or useful knowledge. Measures
based on probability, which guarantee that only these subjective interesting
rules will be provided, are hardly possible. It is impotent to note that besides
these objective interest measures there are approaches based on humans in-
teractive feedback during the mining process. These methods require a lot of
time, since users have on evaluate individual rules presented to them by the
system to slowly improve the precision. Therefore, interest measures referred
to as subjective interestingness measures, which unlike their objective counter
parts are not based on probabilities, are used. Examples for these measures
are, for instance, unexpectedness and novelty. We often consider rules, ap-
pearing unexpected or new to us, as interesting. This thesis concentrates on
evaluating objective measures for the purpose of sorting out as many uninter-
esting rules as possible from the associations obtained from the ARTigo data
set.

3.4.1 Certainty factor

The Certainty Factor was first developed to measure the uncertainty in rules
of expert systems [SB75]. Since Berzal et al. [BBV+02] introduced certainty
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Measure P1 P2 P3 P4 P5 P6 P7 P8
Certainty factor yes yes yes no no no yes no
Conviction no yes no no no no yes no
Klosgen yes yes yes no no no no no
Leverage no yes yes yes no no no yes
Lift no yes yes yes no no no no
Confidence no yes no no no no no no
Cosine no yes yes yes no no no yes
Jaccard no yes yes yes no no no yes
Gini Index yes no no no no no yes no
J-Measure yes no no no no no no no

Table 3.4: The ten measures used in this work sorted by groups together with
the eight properties.

factor as an alternative to confidence in 2002, it was applied in the area of data
mining as well. For a rule X ⇒ Y it is defined with support being relative
support as:

CF (X ⇒ Y ) =
conf(X ⇒ Y )− sup(Y )

sup(Y )
(3.2)

Certainty Factor measures the variation of the probability that a transac-
tion contains Y , taking into account only those transactions containing X
[BBV+02]. Certainty Factor satisfies the first three properties and achieves
the same value even if the row or columns of the 2 × 2 contingency table are
permuted. This measure can achieve values in the range from −1 to 1, with 0
indicating statistical independence.

3.4.2 Conviction

The Conviction measure was introduced by Brin et al. in 1997 [BMUT97] as
alternative to confidence. Conviction of a rule X ⇒ Y is defined with support
being relative support as:

conviction(X ⇒ Y ) =
1− sup(Y )

1− conf(X ⇒ Y )
(3.3)

Conviction measures the expected error of a rule [ZMJ14]. In other words,
how often X occurs in a transaction which does not contain Y . The conviction
considers the antecedent as well as consequent [BMUT97], additionally it is
not symmetric, thus it is directional and quantifies actual implication. The
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value of conviction ranges from 0 over 1, indicating X and Y are independent,
to infinity for perfect implication.

3.4.3 Klosgen

The Klosgen measure was introduced by Klosgen [Klö96]. For a rule X ⇒ Y
Klosgen is defined with support being relative support as:

klosgen(X ⇒ Y ) =
√
sup(X ∪ Y ) · (conf(X ⇒ Y )− sup(Y )) (3.4)

The Klosgen measure satisfies the first three properties. Therefore its value is
0 when antecedent and consequent are statistically independent. The value of
this measure ranges from −1 to 1.

3.4.4 Leverage

The Leverage measure, also referred to as Piatetsky-Shapiro Measure was in-
troduced in 1991 by Piatetsky-Shapiro [PS91]. Leverage is defined for a rule
X ⇒ Y with support being relative support as:

leverage(X ⇒ Y ) = sup(X ∪ Y )− sup(X) · sup(Y ) (3.5)

This symmetric measure expresses the difference between the actual probabil-
ity of X ∪ Y occurring in a transaction and the probability when X and Y
are statistically independent [ZMJ14]. The smallest possible value is −1 and
the highest is 1, whereby a value of 0 indicates statistically independence of X
and Y .

3.4.5 Lift

The Lift measure also known as interest introduced by Brin et al. in 1997
[BMS97] is one of the most common alternatives to confidence. The Lift is
defined for a rule X ⇒ Y with support being relative support as:

lift(X ⇒ Y ) =
sup(X ∪ Y )

sup(X) · sup(Y )
=
conf(X ⇒ Y )

sup(Y )
(3.6)

This measure can only take on non-negative values. The value 1 indicates
antecedent X and consequent Y are statistically independent. The preferred
values are much larger or smaller than 1, whereby values less than 1 mean X
and Y are negatively correlated and greater values indicate positive correlation.
Lift is vulnerable to noise in small datasets, because infrequent itemset can
have very high lift values.
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3.4.6 Cosine

The Cosine aslo known as IS-Measure introduced by Tan and Kumar in 2000
[TK00] is similar to the definition of lift. The cosine for a rule X ⇒ Y is
defined as follows, with support being relative support:

cosine(X ⇒ Y ) =
sup(X ∪ Y )√
sup(X) · sup(Y )

(3.7)

The possible values of cosine range from 0 to 1. For statistical independence
cosine achieves the value of

√
sup(X) · sup(Y ), therefore cosine, not achieving

a value of 0 for statistical independence, does not satisfy the first property.

3.4.7 Jaccard

The Jaccard coefficient was introduced by Rijsbergen [vR79] for a rule X ⇒ Y
is defined according to the following formula:

jaccard(X ⇒ Y ) =
sup(X ∪ Y )

sup(X) + sup(Y )− sup(X ∪ Y )
(3.8)

This measure quantifies the similarity of antecedent X and consequent Y
[ZMJ14], with values between 0 and 1. Higher values indicate greater similar-
ity between X and Y . As a symmetric measure, it satisfies property number
four. Additionally the Jaccard coefficient accomplishes property eight, thus it
depends only on transaction containing X and Y or both.

3.4.8 Gini index

The Gini index [BFSO84] is used to measure impurity and is defined with
support being relative support as follows:

gini(X ⇒ Y ) = sup(X) · (conf(X ⇒ Y )2 + conf(X ⇒ Y )2) + sup(X)

·(conf(X ⇒ Y )2 + conf(X ⇒ Y )2)− sup(Y )2 − sup(Y )2
(3.9)

This measure is not symmetric, thus quantifies real implication [SMAM13]. Its
possible values range from 0 to 0.5, where a value of 0 indicates consequent
and antecedent are statistically independent.

3.4.9 J-Measure

The J-measure introduced by Smyth and Goodman [GS91] originated in infor-
mation theory but is now also used as interest measures [GH06]. It is defined
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according to following formula with support being relative support:

j(X ⇒ Y ) = sup(X ∪ Y ) · log
(
conf(X ⇒ Y )

sup(Y )

)
+sup(X ∪ Y ) · log

(
conf(X ⇒ Y )

sup(Y )

) (3.10)

This measure is not symmetric and satisfies the first property. The value 0 in-
dicating antecedent and consequent are statistically independent. Additionally
is 0 the smallest value this measure can accomplish, with 1 being the greatest
value.
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Experimental Settings

This chapter describes the platform, which was used to collect the data. Addi-
tionally, the framework used for data mining is introduced. Therefore, Section
4.1 takes a closer look at the ARTigo platform. Afterwards the data set con-
taining the tags collected by means of ARTigo is characterized. In Section 4.3,
an overview of the data mining framework ELKI used for evaluation is given.
Finally after outlining ELKI the implementations made in the course of this
thesis are roughly illustrated.

4.1 ARTigo
ARTigo [WBBL13], as shortly described in the introduction, is a web platform
with the purpose of collecting tags, which are used to power a semantic artwork
search engine. Thanks to the more than 58,000 images of paintings, fashion
artifacts, art photographs, etc. provided by ARTigo, users of this search engine
can access a large database of artworks. The metadata needed to ensures a
reliable searching, is collected from the “footprints”, left by users participating
in the games, which are playable on the platform. Such games are referred to as
Games With A Purpose (GWAP), meaning the purpose of these games is not
only to entertain the player but also, for instance, to gather image tags or other
useful tasks. This approach is taken, because without human contributions it
would not be possible for software to achieve the quality of search results as
provided by ARtigo.

On the ARTigo web platform (artigo.org) [WBBL13] users can chose
between six different GWAPs, which can be classified in four different cate-
gories, being description, dissemination, diversification and integration games.
Whereby games, belonging to different categories provide different types of
tags. In description games, such as ARTigos main game, players describe a
displayed artwork superficially by entering tags. These tags can be related to
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Figure 4.1: Image of the ARTigo search engine

anything visible on the image. The keywords collected by this type of games
are mostly obvious descriptions or surface tags. Dissemination games are in-
tended to discriminate artworks, which are similarly tagged. Therefore, users
have to add missing tags to these images. Additionally, they can be used to
translate tags from one language to another. Games, sorted in the diversi-
fication category, generate more precise tags. To achieve this, users have to
distinguish between artworks, which have been tagged alike, with new tags.
At last integration games cluster tags to accomplish more precise tags. These
games are more challenging for participants, since in some cases even detailed
knowledge is needed for clustering tags. In most of these games the entered
tags are validated if one or more other players have entered the same tag
as well. Needed to produce correct data, this approach ensures the gaming
platform is not misused.

The combination of the tags provided by these various games, produces
a very precise and comprehensive description of artworks, which can only
be achieved by means of human intervention. These keywords are primarily
used to enable accurate semantic searching on the large database of artworks
[WBBL13]. In this work the data provided by ARTigo will be analyzed using
association rule mining. In the next section the structure of this data will be
characterized in detail.
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4.2 Data Description
The data provided by ARTigo consists of natural language, words which the
players contribute during the game. In the case of this work the data is ob-
tained from the German version of ARTigo, due to the fact that the German
data set is the most mature one. In ARTigo every word a user enters while
playing is registered. Since ARTigo is designed to power a artwork search
engine a deep data set is preferred. In other words, every tag is stored un-
changed in the database, resulting in 4177618 tags for 58901 different artworks.
These four million tags consist of 240338 unique ones, which are mostly simple
words we use every day, such as FRAU, WEISS or OFFEN, nevertheless more
technical vocabulary such as, REALISMUS or artist names such as CLAUDE
MONET are contained in the data as well. It is important to note that this
data does not consist of well distinguished objects as it is the case in super-
market data, where every item has a unique name. Since the 240338 tags in
this data set are syntactically unique but not by any means semantically. The
data set contains synonyms as well as different spellings of the same word, such
as FOTO and PHOTO. Furthermore misspelled words are contained as well.
Due to the presence of synonyms, different spellings of words and misspelled
ones finding interesting association rules becomes more difficult as shown in
Chapter 5.

In the data set, obtained from ARTigo, each one of the 58901 images is
represented by a identifier, being a unique number. Assigned to this identifier
are all the tags related to this image. In the context of association rule mining
the transaction database T is this entire data set with all identifiers and tags.
Whereby each image together with its related tags is one transaction Ti, the
image identifier corresponding to the transaction identifier and the related
tags being the items contained in the transaction. Therefore, the transaction
database consists of 58901 transactions and in average each transaction consists
of about 71 tags (items). Furthermore, the universe of items U corresponds to
the set of all 240338 unique tags found in the database.

To show an other property of the data consider each itemset being rep-
resented as a bit vector of the form (i1, i2, i3, . . . , in) with n = 240338 being
the cardinality of U and ij∈{1,2,3,...,n} ∈ U representing one unique item. Each
value ij can either be 1 or 0, indicating the corresponding item is element of
this itemset if ij = 1 otherwise the item is not contained in this itemset. Since
in average every transaction contains only 71 items (tags) and the universe of
items with its over 200 thousand tags is quite large, the itemsets are sparse,
meaning the great majority of the values ij are 0 and only few are 1. This
makes sense, since, for instance a picture displaying a ship will have tags as-
signed to it, concerning ships, which is a relatively small scope compared to
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all the things, which could be shown by pictures.

4.3 ELKI
The ELKI framework (Environment for Developing KDD-Applications Sup-
ported by Index Structures) [AKZ08] addresses the problem of precisely eval-
uating the efficiency of newly proposed algorithms, due to the fact that they
are often only compared to a small number of related algorithms. Even if the
authors provide an implementation to the algorithm, a comparison of these
algorithms would still be difficult, since many factors for instance the perfor-
mance of different programming languages, frameworks and implementation
details are not always sufficiently considered. For this reason, and due to
the fact, that other frameworks focus on specific areas of data mining, ELKI
supports a variety of different algorithms for various different data mining
techniques in one framework. The open source java software framework ELKI
separates data types and data management from the algorithms, thus ensures
the algorithms can be compared on equal terms. Additionally, ELKI ensures
an intuitive structure to ease third-party contributions.

The architecture of ELKI [AKZ08] separates the different tasks and allows
an independent implementation of different parts of the system. This modular
structure, together with various different parsers provided by ELKI, make it
possible to read data of arbitrary data types, including CSV, ARFF and lib-
SVM format. For example the simple transaction parser allows to read text
files outputting transactions. This parser will be used during experimentation.
In particular the parsed data can be processed by any algorithm suitable for
this data type. Furthermore, ELKI supports a large number of index struc-
tures for instance R*-tree variants, VA-files and LSH allowing to efficiently
process large and high dimensional data sets. The user can chose between
many different algorithms from many different categories such as outlier de-
tection, classification, frequent itemset mining and clustering. In particular,
major support for clustering uncertain data has been added in version 0.7.0
[SKE+15]. Considering these features ELKI is well suited for evaluation and
benchmarking of algorithms, as well as for data mining tasks. ELKI is actively
developed and refined by a contentiously growing community.

So far, association rule mining and respective interestingness measures were
not available, but they are added throughout this work. Since frequent itemset
mining and a transaction parser were already included, implementations for
association rule generation as described in Section 3.3, and for interestingness
measures were still missing. Additionally, to be able to present a human read-
able version of the association rule mining output, visualization modules have
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to be extended. In the following section, additional implementations, made to
enable full association rule mining capabilities, are explained.

4.4 Extension
As described earlier, the ELKI framework already includes various algorithms
for frequent itemset mining. To provide full association rule mining function-
ality, the second subproblem of the mining process as described in Section 3.3
had to be added.

Association rules generation builds on frequent itemset mining, as mostly
association rules are generated from frequent itemsets. This was considered for
the new implementation and thus first a frequent itemset mining algorithms
has to be invoked. Therefore, it is possible to pass the name of the preferred
itemset mining algorithm, to specify which of the available ones should be
used. If this parameter is omitted when launching the program, the default
algorithm FPGrowth will be applied. However it may be the case, someone
wants to mine association rules directly from the row data. In this case, simply
the minimum support parameter for the itemset mining algorithms has to be
set to 0. Since the new association rule generation algorithm simply invokes
an existing itemset mining algorithm all parameters allowed for them can now
be called as well.

After invoking the specified itemset mining algorithm, the set of frequent
itemsets F is received. If confidence is specified as desired interestingness
measure, the obtained frequent itemsets are processed according to the algo-
rithm described in Section 3.3. Otherwise, for every itemsets Z ∈ F the value
of the specified interestingness measure is calculated for all combinations of
itemsets X ⊂ Z and Y = Z \ X according to the brute force approach ex-
plained in Section 3.3. Hence, the advanced algorithm, which harnesses the
potential of pruning, can only be applied when confidence is selected, since the
confidence monotonicity property only holds for confidence and not for other
interestingness measures. However to actually generate rules additionally to
the parameter, specifying the interestingness measure, thresholds have to be
passed, since only, if the measures value measure(X ⇒ Y ) is within the spec-
ified range, the rule X ⇒ Y can be outputted. For example, Lift is passed
as desired measure, together with a minimum threshold of 2.0 and maximum
threshold of 10.0, as shown in Figure 4.2, which produces association rules,
satisfying 2.0 ≤ lift(X ⇒ Y ) ≤ 10.0. If the measure parameter is omitted
confidence is used as default.

The now computed association rules are visualized as simple text, using
the resultwirter functionality of ELKI. Therefore they are written one rule
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Figure 4.2: Invoking EKLI association rule generation algorithm with various
parameters

per line to a text file named arule-generation.txt in the specified output
directory. Within the file, the rules are presented as antecedent as well as
consequent together with their support values and the value of the specified
interestingness measure. For Example BILDNIS, NASE: 4417 –> PORTRAET,
MUND: 5048 : 0.774676.

Expandability was a very important factor for the design of the exten-
sion due to the fact that a great many different interstingness measures have
been proposed. Within the scope of this work eleven interestingness measure
have been implemented containing the ten measures described in Section 3.4
and the Added-Value measure. To ensure easy extension an abstract class
(AbstractInterestingnessMeasure) was created. In order to add a new
interestingness metric to ELKI, simply a new class extending, the previous
abstract, one has to be inserted into the interestingnessmeasure package.
Furthermore, new and different association rule generation algorithms can be
easily added as well. Therefore, just a new class extending, the abstract class in
the newly created package for association rule mining, has to be implemented.

For detailed information on how to use association rule mining in the ELKI
framework, in Section A of the appendix, a manual is provided. There, all
mandatory and optional parameters are explained.
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Experiments and Results

In this chapter the evaluation of the ten interestingness measures, described
in Section 3.4, on the ARTigo data set is outlined. First of all, the data
set, obtained from ARTigo, has to be prepared. This is very important for
achieving useful rules. Afterwords, the actual evaluation process is described.
To evaluate between the ten interest measures, several steps were taken. At
first, they are examined to find possible similarities between them. The next
step is to find out which measures achieve the best results in ranking subjective
interesting rules high and subjective uninteresting rules low. Afterwards, a
closer look is taken on the top ranked rules, according to the various measures.

5.1 Data Preparation
The step of data preparation has a major impact on the quality of the yielded
rules. As described in Section 4.2, the data obtained from ARTigo, being nat-
ural language, contains many synonyms, different spellings of the same word
and even misspelled tags. This highly affects the results of the mining process.
Especially these different spellings and misspelled tags are a major factor, be-
ing responsible for the high redundancy of the yielded rules. For Example
the different spellings FOTO, FOTOGRAFIE and PHOTOGRAPHIE, with
FOTO being short for FOTOGRAFIE, are all different versions of the same
word with exactly the same meaning. Every one of these three words is, ac-
cording to the German orthography correctly spelled. Whereas PHOTO which
is short for PHOTOGRAPHIE is actually misspelled, but yet is very common.
Since all these syntactically different tags have the exact same meaning, unlike
synonyms which often have a slightly different meaning, they do not contribute
any additional value to the data and the resulting rules. On the contrary, the
presence of these tags in the data set ensure highly redundant rules are being
mined. Furthermore, various interestingness measures rank these redundant
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Rules
1 {WEIß, FOTOGRAFIE, PHOTO, PHOTOGRAPHIE} ⇒ {FOTO}
2 {WEISS, FOTOGRAFIE, PHOTO, PHOTOGRAPHIE} ⇒ {FOTO}
3 {WEISS, WEIß, FOTOGRAFIE, PHOTO, PHOTOGRAPHIE} ⇒ {FOTO}
4 {WEIß, FOTOGRAFIE, PHOTO, PHOTOGRAPHIE, SCHWARZ} ⇒ {FOTO}

Table 5.1: Four top ranked rules by conviction before data preparation

Rules
1 {WEISS, GRAU, KRAGEN, AUGEN, BILDNIS} ⇒ {PORTRAET}
2 {SCHWARZ, KRAGEN, HAARE, BILDNIS, MUND} ⇒ {PORTRAET}
3 {GRAU, SCHWARZ, KRAGEN, AUGEN, BILDNIS} ⇒ {PORTRAET}
4 {SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND, NASE} ⇒ {PORTRAET}

Table 5.2: Four top ranked rules by conviction after data preparation

rules very high. For instance, if ARTigo players are showed an image of a pho-
tograph, many of them will tag it with FOTO, because it is short. Some might
use FOTOGRAFIE and others might tag PHOTO or PHOTOGRAPHIE. Be-
cause all tags have the same meaning it does not make any difference for the
mined rules. Therefore, it is very likely that images which have one of these
tags assigned to them, are also tagged with the others. To illustrate this, Table
5.1 shows the four top ranked rules by conviction before data preparation. All
four rules contain the four spellings of FOTO, thus they are highly redundant
and not of great interest.

In order to achieve more appealing results the data was prepared. There-
fore, first the raw data obtained from the ARTigo database was searched for
misspelled words and these were corrected. Additionally all occurrences of the
letter ß were replaced with SS, for example WEIß became WEISS. In a second
iteration the now corrected words were conflated with the ones, which already
have been correct such that only one occurrence of the same tag exists in one
transaction. At last, tags of the same stem were conflated, which removed a
few of the synonyms. Reducing the amount of syntactically unique tags from
240338 to 151845, these steps of data preparation dramatically improved the
quality of the resulting rules, now showing much less redundancy. Most of
the highly redundant rules, especially those seen in Table 5.1, now can not be
generated any more. To illustrate this, Table 5.2 shows the four top ranked
rules after data preparation according to the conviction measure.
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5.2 Evaluation
After data preparation, which was able to remove many of the highly redun-
dant rules, it was possible to proceed with the actual evaluation. At first all
rules had to be mined. To achieve this, for each one of the ten measures the
newly implemented algorithm was invoked, with the FP-Growth algorithm for
frequent itemset mining, with a minimum support threshold of 0.035, and the
respective measure with no threshold. The support threshold of 0.035 was
chosen due to the fact that it was the lowest threshold yielding an appropriate
amount of rules and not pruning to many items. Any lower threshold resulted
in an inappropriate number of rules, making further analysis very difficult. For
the measures no threshold was used, because this ensures no rules are elimi-
nated, yielding all 1387436 possible rules. Thus the output of each measure
contains exactly the same rules. This allows to compare the ranks of the rules
between the various measures. On the contrary, in everyday use you normally
set thresholds to eliminate certain rules. After generating the association rules,
each one of the ten outputted sets of rules is sorted by the values of the respec-
tive measure. Next, they were ranked, by assigning 1 to the most interesting
rule, 2 to the second most interesting one and so on. The ten highest ranked
rules, according to each one of the ten measures, can be examined in Section
B.1 of the appendix.

The three steps taken to find out, which interestingness measure or mea-
sures perform best on this type of data, respectively yield the most interesting
rules are outlined in the following sections.

5.2.1 Similarities between Measures

In the first step of evaluation, the yielded rules are searched for similarities.
Checking them for existing similarities before evaluating the quality of the
rules, obtained by the various measures makes sense. The discovery of groups
of similar measures may ease the remainder of the evaluation process, due to
the fact that they provide further insight and help to understand the results
of the following analyses.

To find similarities, first the correlation coefficient between all ten measures
was computed. Therefore, the ranks of the rules are used to calculate a vector
of the form (r1, r2, r3, . . . , r10) for every rule, with ri ∈ {1, 2, 3, . . . , 1387436}
being the rank of the rule, according to the corresponding measure. In other
words, this vector contains the ranks of its respective rule, according to each
one of the ten measures. These vectors were then used to calculate the corre-
lation between every pair of measures.

Table 5.3 shows the resulting correlations in yellow, indicating the two
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1 Confidence
2 Certainty factor

3 Conviction
4 Klosgen

5 Gini-Index
6 J-Measure
7 Cosine
8 Jaccard
9 Lift

10 Leverage
1 2 3 4 5 6 7 8 9 10

Table 5.3: Correlation between every pair of measures, yellow for ρ(A,B) ≥
0.85 and red for ρ(A,B) ≥ 0.95. Table B.11 shows the values of the correlation
coefficient for all pairs of measures.

measures have a correlation coefficient of greater or equal 0.85 and red of
greater or equal 0.95. The results reveal two major clusters. One contains
Certainty Factor, Confidence, Conviction as well as Klosgen and the other
consists of J-Measure, Cosine, Jaccard and Lift. In the first group all pairwise
correlations are actually greater than 0.92. Inside of this group the three
measures Certainty Factor, Confidence and Conviction form an even stronger
cluster, with their pairwise correlations being greater than 0.98. By looking
at their top ranked rules, their strong similarity is indicated, as they share the
same 33 first rules, the tables of Section B.1 showing the first ten. Foremost,
Certainty Factor and Conviction even share the same 134401 top ranked rules.
The similarity of the measures, contained in the second major group is not
quite as high with their pairwise correlations being not less than 0.89.

This step of searching for similarities has revealed two major clusters with
strongly related measures, which almost divides the measures in two parties.
Only Gini-Index and Leverage do not really fit in one of the groups, whereby
Gini-Index is still highly correlated with Klosgen, Leverage is only relatively
week related to Cosine, with ρ(A,B) being 0.85.

5.2.2 Comparison of Interesting and Uninteresting Rules

This part of the evaluation is intended to analyze the various measures abil-
ity of finding interesting rules and eliminating uninteresting ones. In other
words, interesting associations should be ranked high whereas uninteresting
ones should be ranked low. Therefore, ten subjectively interesting and ten
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subjectively uninteresting rules were selected, shown in Section B.3 of the ap-
pendix. Then the ranks of the ten association rules according to each one of
the ten measures were compared. This was done by means of comparing the
average of the ranks. However, since the ranks average of the interesting rules
had to be as low as possible, the rank of the uninteresting ones had to be as
high as possible, making it difficult to combine them. Hence, the average of
the uninteresting rules is calculated using the difference between the average
rank and the total number of rules. Thus if ri with i ∈ {1, 2, 3, . . . , 10} is the
rank of each rule according to one measure, the average is calculated as follows:
1387436− 0.1 · (r1 + r2 + r3 + . . .+ r10). As a consequence a low average rank
indicating the measure classified the rules as uninteresting. Thus a low aver-
age rank is desirable. Now for both, the average for interesting rules and the
average for uninteresting ones, low values are desirable. This makes it possible
to combine them. Thereby, an overall average can be computed, showing the
ability of the measure to select interesting rules and eliminate uninteresting
ones.

The ten interesting rules used for this experiment can be examined in Ta-
ble B.12. These rules appear interesting and therefore have been selected
because they reveal something new, a not obvious relationship between two
tags, for example {HINTERGRUND} ⇒ {GEMÄLDE}. They all are rather
short, whereby antecedent and consequent combined, do not contain more
than four items. In contrast the selected uninteresting rules shown in Table
B.13 are either quite long and therefore obvious or redundant as for instance
{HELL, SCHWARZ} ⇒ {DUNKEL, WEISS}. The synonyms (bright, white)
and (dark, black) in this example are interchanged, thus antecedent and con-
sequent have a similar meaning. Hence the rule is of no interest.

The results of this experiment shown in Table 5.4 reveal leverage with an
average rank of 199261, seems to have the best ability of locating interesting
rules. Gini-Index and Klosgen following Leverage show quite promising ranks
as well. Whereby the other measures achieve relative similar values, Lift dis-
plays by far the worst average rank of 816197. Except for Lift, all the measures
accomplished to rank the interesting rules in the upper half. In comparison
none of the interesting measures was able to rank the uninteresting rules lower
than half of the rules. On the contrary some of them such as Lift actually
ranked these rules higher than the interesting ones. Especially the very re-
dundant rule {HELL, SCHWARZ} ⇒ {DUNKEL, WEISS} was ranked very
high by many measures. In particular Gini Index and Leverage ranked this
rule under their two hundred most interesting rules. As synonyms often occur
together the measures have great problems with eliminating redundant rules
which contain synonyms in antecedent and consequent. Confidence ranked the
selected uninteresting rules in average lowest. Closely followed by Certainty
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Measure avg. interesting avg. uninteresting total average
Certainty factor 482969 889888 686428
Conviction 482969 889888 686428
Klosgen 360494 964763 662629
Leverage 199261 907697 553479
Lift 816197 937866 877031
Confidence 428709 873489 651099
Cosine 486335 1025747 756041
Jaccard 514158 978470 746314
Gini Index 332956 998541 665749
J-Measure 441030 1024069 732549

Table 5.4: Average ranks for ten interesting and ten uninteresting measures,
as well as total average according to the ten measures. For all averages low
values are better. Section B.3 shows the ranks of the individual rules.

Factor and Conviction, whereas Cosine and J-Measure achieve the worst re-
sults.

Overall Leverage still outperforms the other measures with total average of
553479 due to its by far best ability of locating interesting ones and its medium
performance in eliminating uninteresting ones. The other measures all yield
quite similar values, whereas Lift accomplishes the by far lowest value with
877031.

5.2.3 Comparison of the 1000 Highest Ranked Rules

As association rule mining produces a huge amount of rules, it is the purpose of
the interestingness measures to rank the most interesting rules in the top. Thus
only the highest ranked association rules are actually examined. Therefore, in
this part of the evaluation, the one thousand top ranked rules, according to
each measure, are compared and analyzed in greater detail.

To accomplish reasonably objective results, not individual subjective inter-
esting rules are selected. Instead, the measures and their top ranked rules are
searched for properties which increase the probability, that interesting rules
are ranked high. Therefore, five assumptions for properties are made. They
concern the measures and their one thousand highest ranked rules. These
properties, if achieved, make the mined rules more likely to be interesting.

Property 1 Mined rules should contain as few as possible synonyms. If an-
tecedent and consequent contain synonymous words like the previously
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used example rule {HELL, SCHWARZ} ⇒ {DUNKEL, WEISS}, an-
tecedent and consequent effectively mean the same. Thus this association
does not provide any useful knowledge, consequently it is not interesting.
The first column after the measures of Table 5.5 shows the susceptibility
of each measure for synonyms.

Property 2 Unsymmetrical measures are preferred. For instance the rule
{MÄNNER}⇒ {MENSCHEN} is obvious, since every man is a human.
Thus it is not surprising a picture tagged with men (ger. MÄNNER) may
be tagged with humans (ger. MENSCHEN)as well. On the contrary, the
rule {MENSCHEN} ⇒ {MÄNNER} is not obvious. It actually reveals
that most of the humans displayed on artworks are men, which may be
very interesting. Symmetrical measures rank these two rules equally,
thus many uninteresting rules will be ranked highly, as the measure does
not make any difference between the directions of the rule. Column three
of Table 5.5 shows this property.

Property 3 The length of the rules should be rather short. Especially during
the experiment of Section 5.2.2 it turned out, long rules are in some way
overwhelming. Consequently the human observer considers them rather
uninteresting. Hence in column four of Table 5.5 the average rule length
of the one thousand top ranked associations of each measure is displayed.

Property 4 The ratio of consequent length and total length of the rules
should be rather high. Long rules, especially ones with many items
contained in the antecedent tend to anticipate the items of the conse-
quent. For instance, in the rule {WEISS, BLICK, AUGEN, BILDNIS,
GESICHT, MUND, NASE} ⇒ {PORTRAET}, the items of the an-
tecedent almost entirely describes a person’s head and it is said it is an
effigy. Thus the consequent containing the item portrait (ger. POR-
TRAET) is quite obvious. For this reason, antecedent and consequent,
having a similar length, makes a rule more likely to be a matter to the
observer. Table 5.5 shows in column five the ration of the average con-
sequent length to the average total rule length. It is important to note
that symmetrical measures will always achieve the value 0.5 as they rank
the rules X ⇒ Y and Y ⇒ X equally.

Property 5 As many as possible different consequent itemsets. If the number
of unique consequent itemsets is high it is more likely interesting rules are
contained, since there is more variety within the rules. Therefore, column
six of Table 5.5 displays the number of different consequent itemsets
within the top one thousand rules of each measure.
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Measure syn. sym. avg. length avg. consequent l.
avg. total l. # consequents

Certainty factor I no 5.834 0.171 7
Conviction I no 5.834 0.171 7
Klosgen S no 4.271 0.299 63
Leverage VS yes 3.440 0.500 193
Lift VS yes 6.338 0.500 404
Confidence I no 5.866 0.170 8
Cosine S yes 5.086 0.500 246
Jaccard S yes 5.172 0.500 251
Gini Index N no 3.833 0.379 120
J-Measure S no 4.302 0.413 137

Table 5.5: Five properties for measures and their resulting rules (VI: very
immune, I: immune, N: neutral, S: susceptible, VS: very susceptible)

The results of this experiment show that certainty Factor, confidence and
conviction accomplish very similar values. On the one hand, they are quite im-
mune against synonyms, but on the other hand, they yield very long rules, with
short consequent itemsets, such as {KRAGEN, HAARE, BILDNIS, MUND,
NASE} ⇒ {PORTRAET}. Thus their ratio of consequent length to total
length is very low. Additionally the mined associations contain no more than
eight different consequent itemsets, which is by far the lowest value. Almost
all consequent itemsets of these measures contain either PORTRAET or HIM-
MEL.
The four measures Leverage, Lift, Cosine and Jaccard achieve the best values
for the ratio of consequent length to total length, being 0.5. Furthermore,
their resulting rules contain the most different consequent itemsets. However,
these two values have to be seen in the view of the fact that these measures are
symmetrical, thus the value of 0.5 in column five and the high value in the last
column of Table 5.5 accrue from this property. As for instance, a rule {NASE}
⇒ {AUGEN, MUND} (rule 15 according to Jaccard) is always followed by a
rule, where antecedent and consequent of the previous one are interchanged,
like {AUGEN, MUND} ⇒ {NASE} (rule 16 according to Jaccard).
Moreover Leverage, Cosine and Jaccard are quite vulnerable to synonyms,
whereas Lift actually reveals to be very susceptible. The most interesting
rule according to Lift namely {WEISS, STICH, TEXT} ⇒ {SCHWARZ,
SCHRIFT, DRUCK} (Table B.5) is quite redundant, as STICH is a synonym
for DRUCK and TEXT is a synonym for SCHRIFT.
Klosgens and Jaccards results can be considered similar. Since association
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rules yielded from Klosgen are shorter than those of Jaccard. However, Klos-
gens average consequent itemsets length is quite small, compared to its overall
rule length. Additionally, only very few different itemsets appear on the right
side of the implication of rules, mined with Klosgen.
For both J-Measure accomplishes better results. For this experiment Gini In-
dex achieves the most promising results. No strong vulnerability to synonyms
was detected and except for Leverage its average rule length is the shortest.
Further its results for property four and five are average.

5.3 Results
During the previous three steps of evaluation the ten measures were precisely
analyzed. The experiment, described in Section 5.2.1, reveals great similarities
between the various measures, pointing out two major cluster of strongly re-
lated measures. Evaluation step two in Section 5.2.2 demonstrates the ability
of the individual measures to locate interesting rules and to eliminate unin-
teresting ones. As this experiment is meant to provide an overall view of the
quality of the obtained rules, the impact of its results on the evaluation pro-
cess is smaller than of evaluation step three, described in Section 5.2.3. As the
comparison of this third step provides a detailed analysis of the one thousand
top ranked rules, being the most important ones.

Summarizing the results of these three steps of evaluation, it can be said,
that Lift performs worst on this type of data obtained from ARTigo. In par-
ticular as Lift yields the far highest average rank in the second experiment
(Section 5.2.2). Additionally Lift accomplishes exceedingly few of the proper-
ties presented in Section 5.2.3, especially since the values achieved for property
four and five are relativized by the fact that lift is a symmetrical measure.
The measures Cosine and Jaccard achieve pure results as well. Their total
average ranks in experiment two are the second and third highest. Further
they are both symmetrical, vulnerable to synonyms and yield very long rules.
Though Leverage achieves the overall lowest average rank in the experiment
of Section 5.2.2, the values achieved in the last experiment are rather poor.
According to the one thousand highest ranked rules Leverage seems to be very
susceptible for synonyms and in consideration of the fact that Leverage is sym-
metrical its yielded rules contain quite few different consequent itemsets.
The interestingness measures contained in the Cluster of Certainty Factor,
Confidence, Conviction and Klosgen show quite similar results, especially the
first three achieve almost equal values throughout the entire evaluation. The
second experiment showed their relatively strong ability to eliminate uninter-
esting association rules.
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Overall J-Measure and Gini Index seem the be best suited for this tag
data obtained from ARTigo. Their results in the experiments are consistently
average or above, with Gini Index having a small advantage over J-Measure,
as it achieved the better results in evaluation step three of Section 5.2.3.
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Conclusion and Future Work

The purpose of this work was to add association rule mining functionality to
the ELKI framework and evaluate appropriate interestingness measures for the
ARTigo data. Therefore, first an association rule algorithm with the ability
of applying various interestingness measures was implemented and integrated
into the framework. In the second part of this work the previously added
features of ELKI were used to evaluate appropriate measures for the ARTigo
data. In order to achieve acceptable results data preparation had to be done.
The evaluation was split into three parts. First, the measures were searched
for similarities. Second, their ability to locate interesting and eliminate un-
interesting association rules was studied and third, they together with their
yielded rules were examined by the means of five proposed properties.

As interestingness is subjective, there is no simple way of calculating which
interstingness measure generates the most interesting rules of one type of data.
Thus selecting the appropriate measure is a difficult task. The evaluation in
this work reveals that the Lift measure performs worst, whereas J-Measure
and Gini Index yield the most promising results. It is important to note even
though J-Measure and Gini Index outperform the rest of the ten examined
measures, this does not mean, all of their mined association rules provide new
and useful knowledge. This type of data involves many difficulties such as
synonyms, which ensure redundant and obvious rules are produced.

Evaluating more than ten measures would have gone beyond the scope of
this work, but in the past years many more measures have been proposed.
This holds possibilities for further analysis. As other measures, not exam-
ined throughout this work, may achieve more promising results than the ten
previously analyzed measures. Furthermore, in this work data preparation
concentrated on removing different spellings of the same word and misspelled
tags, but the data still contains many synonyms. These synonyms tend to be
a major problem for mining surprising and interesting association rules. Thus
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expanding data preparation to further eliminate synonyms from the data set
can improve the yielded results. It is important to note that pruning synonyms
reduces data depth, which also affects the resulting rules.

In this work subjective selected rules (Section 5.2.2) and the proposed prop-
erties, concerning the rules and their measures (Section 5.2.3), were used to
evaluate the various measures. An other approach is to perform an extensive
poll to evaluate appropriate interstingness measures. Additionally, a poll may
provide new knowledge on which rules are considered interesting and to refine
the properties such rules satisfy. This approach has the great advantage that
the subjective opinions of the many participants are involved, thus the results
may be more significant. An other evaluation method was chosen for this work
due to the fact, that creating an informative survey take, enough effort for a
thesis of its own.

Additionally, the process of finding interesting association rules can be in-
tegrated in ARTigo. Therefore, a new game could be added to the ARTigo
platform, for instance, allowing users to propose their own interesting associa-
tion rules. This can be combined with machine learning techniques, which use
the rules contributed be the players to further refine and generate new rules.

In conclusion, this field of study opens up many opportunities some of them
have been outlined previously, but this topic may hold many more. This last
section was intended to show, there is still a lot which could be done and this
topic is by no means completed.
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Appendix A

Manual - Associaition Rule
Mining in ELKI

This is a short manual to explain the usage of association rule mining in ELKI.
For information on how to invoke ELKI itself consult the projects wiki [web],
as this manual only covers the parameters needed for association rule mining.
Options:

algorithm Specifies which mining algorithm should be used, has to be set to
associationrulemining.x with x being the class name of the desired
association rule algorithm (currently only AssociationRuleGener-
ation).

[associationrulemining.frequentItemAlgo] Specifies the frequent itemset mining algorithm to be used. Needs
to be passed the class name of the desired algorithm. Optional,
if omitted default value is FPGrowth.

itemsetmining.minsupp Specifies the minimum support threshold. Needs to be passed a
number either a double between 0 and 1 for relative support or
an integer for absolute support.

[itemsetmining.minlength] Specifies the minimum length of the mined itemsets. Needs to be
passed an integer. Optional, if omitted default value is 0.

[itemsetmining.maxlength] Specifies the maximum length of the mined itemsets. Needs to be
passed an integer. Optional. if omitted default value is maximum
interger value.

[associationrulemining.interestMeasure] Specifies the interestingness measure to be used. Needs to be
passed the class name of the desired measure. Optional, if omit-
ted default value is Confidence.

associationrulemining.minmeasure Specifies the minimum threshold for the measures value. Needs
to be passed a double value.

[associationrulemining.maxmeasure] Specifies the maximum threshold for the measures value. Needs
to be passed a double value. Optional, if omitted default value is
maximum double value.
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Experiments

B.1 Top Ten Ranked Rules of all Ten Interest-
ingness Measures

Rules
1 WEISS, GRAU, KRAGEN, AUGEN, BILDNIS: 2124 –> PORTRAET: 9508 : 0.9983156823269521
2 SCHWARZ, KRAGEN, HAARE, BILDNIS, MUND: 2097 –> PORTRAET: 9508 : 0.9982939958333078
3 GRAU, SCHWARZ, KRAGEN, AUGEN, BILDNIS: 2078 –> PORTRAET: 9508 : 0.9982783971426594
4 SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND, NASE: 2070 –> PORTRAET: 9508 :

0.9982717436050463
5 KRAGEN, BLICK, BILDNIS, MUND, NASE: 2220 –> PORTRAET: 9508 : 0.9978513569143822
6 SCHWARZ, KRAGEN, BLICK, AUGEN, BILDNIS, NASE: 2202 –> PORTRAET: 9508 :

0.9978337930744452
7 KRAGEN, HAARE, BILDNIS, MUND, NASE: 2185 –> PORTRAET: 9508 : 0.997816939290585
8 GRAU, KRAGEN, AUGEN, BILDNIS: 2169 –> PORTRAET: 9508 : 0.9978008355693538
9 SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND: 2148 –> PORTRAET: 9508 : 0.9977793353584394

10 WEISS, KRAGEN, HAARE, BILDNIS, MUND: 2144 –> PORTRAET: 9508 : 0.997775192327392

Table B.1: Ten top ranked rules according to Certainty Factor
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Rules
1 WEISS, GRAU, KRAGEN, AUGEN, BILDNIS: 2124 –> PORTRAET: 9508 : 593.7122289944143
2 SCHWARZ, KRAGEN, HAARE, BILDNIS, MUND: 2097 –> PORTRAET: 9508 : 586.1650396427905
3 GRAU, SCHWARZ, KRAGEN, AUGEN, BILDNIS: 2078 –> PORTRAET: 9508 : 580.8540545434995
4 SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND, NASE: 2070 –> PORTRAET: 9508 :

578.6178502911665
5 KRAGEN, BLICK, BILDNIS, MUND, NASE: 2220 –> PORTRAET: 9508 : 465.41001001680786
6 SCHWARZ, KRAGEN, BLICK, AUGEN, BILDNIS, NASE: 2202 –> PORTRAET: 9508 :

461.6364153409959
7 KRAGEN, HAARE, BILDNIS, MUND, NASE: 2185 –> PORTRAET: 9508 : 458.07246481384016
8 GRAU, KRAGEN, AUGEN, BILDNIS: 2169 –> PORTRAET: 9508 : 454.7181584353407
9 SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND: 2148 –> PORTRAET: 9508 : 450.31563131356006

10 WEISS, KRAGEN, HAARE, BILDNIS, MUND: 2144 –> PORTRAET: 9508 : 449.47705471893516

Table B.2: Ten top ranked rules according to Conviction

Rules
1 WOLKEN: 10311 –> HIMMEL: 16380 : 0.2576513715394224
2 SCHATTEN: 16713 –> LICHT: 18702 : 0.254701506383997
3 SCHATTEN, WEISS: 14748 –> LICHT: 18702 : 0.25271611579756104
4 TEXT: 7648 –> SCHRIFT: 11715 : 0.2510496301362711
5 BILDNIS: 6397 –> PORTRAET: 9508 : 0.2440364131251936
6 WEISS, WOLKEN: 8272 –> HIMMEL: 16380 : 0.24384615644044547
7 LICHT, WEISS: 16037 –> SCHATTEN: 16713 : 0.23623446590465305
8 SCHATTEN, SCHWARZ: 12808 –> LICHT, WEISS: 16037 : 0.23465710782809898
9 SCHATTEN, SCHWARZ: 12808 –> LICHT: 18702 : 0.2344210073624016

10 WEISS, BILDNIS: 5626 –> PORTRAET: 9508 : 0.23318567567389

Table B.3: Ten top ranked rules according to Klosgen

Rules
1 WEISS: 33964 –> SCHWARZ: 28995 : 0.15569607168406052
2 SCHWARZ: 28995 –> WEISS: 33964 : 0.15569607168406052
3 SCHATTEN: 16713 –> LICHT: 18702 : 0.1480850563766027
4 LICHT: 18702 –> SCHATTEN: 16713 : 0.1480850563766027
5 SCHATTEN: 16713 –> LICHT, WEISS: 16037 : 0.13847887935568415
6 LICHT, WEISS: 16037 –> SCHATTEN: 16713 : 0.13847887935568415
7 SCHATTEN, WEISS: 14748 –> LICHT: 18702 : 0.1362332815203472
8 LICHT: 18702 –> SCHATTEN, WEISS: 14748 : 0.1362332815203472
9 WEISS, SCHWARZ: 25890 –> GRAU: 21476 : 0.12521349953578512

10 GRAU: 21476 –> WEISS, SCHWARZ: 25890 : 0.12521349953578512

Table B.4: Ten top ranked rules according to Leverage
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Rules
1 WEISS, STICH, TEXT: 2442 –> SCHWARZ, SCHRIFT, DRUCK: 3729 : 14.223610614197906
2 SCHWARZ, SCHRIFT, DRUCK: 3729 –> WEISS, STICH, TEXT: 2442 : 14.223610614197904
3 SCHWARZ, DRUCK, TEXT: 2939 –> WEISS, SCHRIFT, STICH: 3108 : 14.179708447571667
4 WEISS, SCHRIFT, STICH: 3108 –> SCHWARZ, DRUCK, TEXT: 2939 : 14.179708447571665
5 LICHT, WEISS, AUGEN, NASE: 3045 –> PORTRAET, SCHATTEN, MUND: 2915 :

14.167547958439306
6 PORTRAET, SCHATTEN, MUND: 2915 –> LICHT, WEISS, AUGEN, NASE: 3045 :

14.167547958439304
7 BERG, LANDSCHAFT, WEISS, BERGE: 3084 –> HIMMEL, GEBIRGE: 2839 : 14.16103533377283
8 HIMMEL, GEBIRGE: 2839 –> BERG, LANDSCHAFT, WEISS, BERGE: 3084 : 14.161035333772828
9 WEISS, DRUCK, TEXT: 2905 –> SCHWARZ, SCHRIFT, STICH: 3150 : 14.154391607245309

10 SCHWARZ, SCHRIFT, STICH: 3150 –> WEISS, DRUCK, TEXT: 2905 : 14.154391607245309

Table B.5: Ten top ranked rules according to Lift

Rules
1 WEISS, GRAU, KRAGEN, AUGEN, BILDNIS: 2124 –> PORTRAET: 9508 : 0.998587570621469
2 SCHWARZ, KRAGEN, HAARE, BILDNIS, MUND: 2097 –> PORTRAET: 9508 : 0.9985693848354793
3 GRAU, SCHWARZ, KRAGEN, AUGEN, BILDNIS: 2078 –> PORTRAET: 9508 : 0.9985563041385948
4 SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND, NASE: 2070 –> PORTRAET: 9508 :

0.9985507246376811
5 KRAGEN, BLICK, BILDNIS, MUND, NASE: 2220 –> PORTRAET: 9508 : 0.9981981981981982
6 SCHWARZ, KRAGEN, BLICK, AUGEN, BILDNIS, NASE: 2202 –> PORTRAET: 9508 :

0.9981834695731153
7 KRAGEN, HAARE, BILDNIS, MUND, NASE: 2185 –> PORTRAET: 9508 : 0.9981693363844394
8 GRAU, KRAGEN, AUGEN, BILDNIS: 2169 –> PORTRAET: 9508 : 0.9981558321807285
9 SCHWARZ, KRAGEN, BLICK, BILDNIS, MUND: 2148 –> PORTRAET: 9508 : 0.9981378026070763

10 WEISS, KRAGEN, HAARE, BILDNIS, MUND: 2144 –> PORTRAET: 9508 : 0.9981343283582089

Table B.6: Ten top ranked rules according to Confidence

Rules
1 WEISS: 33964 –> SCHWARZ: 28995 : 0.8250135430456259
2 SCHWARZ: 28995 –> WEISS: 33964 : 0.8250135430456259
3 MUND: 6802 –> AUGEN, NASE: 6258 : 0.8046800054794293
4 AUGEN, NASE: 6258 –> MUND: 6802 : 0.8046800054794293
5 NASE: 7739 –> MUND: 6802 : 0.8028514435268379
6 MUND: 6802 –> NASE: 7739 : 0.8028514435268379
7 SCHATTEN: 16713 –> LICHT: 18702 : 0.7935156240833475
8 LICHT: 18702 –> SCHATTEN: 16713 : 0.7935156240833475
9 NASE: 7739 –> AUGEN: 8183 : 0.7863879677624043

10 AUGEN: 8183 –> NASE: 7739 : 0.7863879677624043

Table B.7: Ten top ranked rules according to Cosine
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Rules
1 WEISS: 33964 –> SCHWARZ: 28995 : 0.69842725727697
2 SCHWARZ: 28995 –> WEISS: 33964 : 0.69842725727697
3 MUND: 6802 –> AUGEN, NASE: 6258 : 0.6722151088348272
4 AUGEN, NASE: 6258 –> MUND: 6802 : 0.6722151088348272
5 NASE: 7739 –> MUND: 6802 : 0.6683111519045434
6 MUND: 6802 –> NASE: 7739 : 0.6683111519045434
7 SCHATTEN: 16713 –> LICHT: 18702 : 0.6559898999345366
8 LICHT: 18702 –> SCHATTEN: 16713 : 0.6559898999345366
9 NASE: 7739 –> AUGEN: 8183 : 0.6475579470198676

10 AUGEN: 8183 –> NASE: 7739 : 0.6475579470198676

Table B.8: Ten top ranked rules according to Jaccard

Rules
1 SCHATTEN: 16713 –> LICHT: 18702 : 0.21580149622860573
2 LICHT: 18702 –> SCHATTEN: 16713 : 0.20239253951259506
3 WEISS: 33964 –> SCHWARZ: 28995 : 0.1985946774661997
4 SCHATTEN, WEISS: 14748 –> LICHT: 18702 : 0.19776453905205466
5 SCHWARZ: 28995 –> WEISS: 33964 : 0.19397653632141887
6 LICHT, WEISS: 16037 –> SCHATTEN: 16713 : 0.1935648909265485
7 SCHATTEN: 16713 –> LICHT, WEISS: 16037 : 0.18871180217848393
8 WOLKEN: 10311 –> HIMMEL: 16380 : 0.1749212484494438
9 LICHT: 18702 –> SCHATTEN, WEISS: 14748 : 0.1712925463130619

10 SCHATTEN, SCHWARZ: 12808 –> LICHT, WEISS: 16037 : 0.1703812567932914

Table B.9: Ten top ranked rules according to Gini Index

Rules
1 SCHATTEN: 16713 –> LICHT: 18702 : 0.16561953703296425
2 WOLKEN: 10311 –> HIMMEL: 16380 : 0.16192766617220872
3 TEXT: 7648 –> SCHRIFT: 11715 : 0.16091977324525913
4 SCHATTEN, WEISS: 14748 –> LICHT: 18702 : 0.16007082709516157
5 BILDNIS: 6397 –> PORTRAET: 9508 : 0.15776378969165347
6 MUND: 6802 –> NASE: 7739 : 0.1555303317192933
7 LICHT, WEISS: 16037 –> SCHATTEN: 16713 : 0.15154115007368169
8 AUGEN, MUND: 5821 –> NASE: 7739 : 0.1505569588897519
9 MUND: 6802 –> AUGEN: 8183 : 0.14991295978208424

10 NASE: 7739 –> AUGEN: 8183 : 0.14932465166173636

Table B.10: Ten top ranked rules according to J-Measure
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B.2 Correlation between all Pairs of Measures

Measure A Measure B ρ(A,B)

Certaint Factor Confidence 0.987
Certaint Factor Conviction 1.0
Certaint Factor Cosine 0.393
Certaint Factor Gini Index 0.847
Certaint Factor J-Measure 0.617
Certaint Factor Jaccard 0.336
Certaint Factor Klsogen 0.960
Certaint Factor Leverage 0.312
Certaint Factor Lift 0.383
Confidence Conviction 0.987
Confidence Cosine 0.295
Confidence Gini Index 0.791
Confidence J-Measure 0.525
Confidence Jaccard 0.249
Confidence Klsogen 0.928
Confidence Leverage 0.242
Confidence Lift 0.274
Conviction Cosine 0.393
Conviction Gini Index 0.847
Conviction J-Measure 0.617
Conviction Jaccard 0.336
Conviction Klsogen 0.960
Conviction Leverage 0.312
Conviction Lift 0.383
Cosine Gini Index 0.747
Cosine J-Measure 0.953
Cosine Jaccard 0.964
Cosine Klsogen 0.566
Cosine Leverage 0.851
Cosine Lift 0.940

Gini Index J-Measure 0.897
Gini Index Jaccard 0.695
Gini Index Klsogen 0.957
Gini Index Leverage 0.699
Gini Index Lift 0.669
J-Measure Klsogen 0.768
J-Measure Leverage 0.813
J-Measure Lift 0.899
Jaccard J-Measure 0.894
Jaccard Klsogen 0.513
Jaccard Leverage 0.811
Jaccard Lift 0.912
Klsogen Leverage 0.506
Klsogen Lift 0.519
Leverage Lift 0.656

Table B.11: Correlation between all pairs of measures
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B.3 Ten Interesting and Ten uninteresting Rules

Interesting Rules
I1 MENSCHEN: 15243 –> MÄNNER: 12359
I2 BERG: 5745 –> HIMMEL: 16380
I3 BÄUME: 10428 –> BLAU: 17939
I4 GRAPHIK: 5727 –> WEISS, GRAU, DRUCK: 4341
I5 SKIZZE, ENTWURF: 3007 –> ZEICHNUNG: 14750
I6 BILDNIS, STIRN: 2453 –> PORTRAET: 9508
I7 HINTERGRUND: 7334 –> GEMÄLDE: 14815
I8 WALD: 5651 –> FLUSS: 5093
I9 HIMMEL, ROT: 7311 –> MALEREI: 8622
I10 HORIZONT: 4335 –> HIMMEL, WASSER: 6222

Table B.12: Selected interesting Rules

Uninteresting Rules
U1 HELL, SCHWARZ: 9390 –> DUNKEL, WEISS: 10401
U2 GEBIRGE: 3125 –> BERGE: 4878
U3 WEISS, SCHWARZ, TEXT: 4087 –> SCHRIFT, SCHWARZWEISS
U4 HIMMEL, LICHT: 8924 –> BLAU, BRAUN, GEMÄLDE, LANDSCHAFT, SCHATTEN,

WEISS, WOLKEN: 2245
U5 MÄNNER: 12359 –> HIMMEL, MANN, WEISS, GRAU, SCHWARZ, MENSCHEN: 2696
U6 HIMMEL, WOLKEN: 9487 –> BLAU, WEISS: 13297
U7 AUGEN, MUND, NASE, LOCKEN: 2275 –> HAARE: 10699
U8 BLAU, BRAUN, HIMMEL, LICHT, WEISS, BÄUME: 2759 –> GRÜN, WOLKEN:

5149
U9 MANN, SCHATTEN, WEISS, MENSCHEN: 4092 –> LICHT, SCHWARZ, MÄNNER:

3765
U10 GRÜN, WEISS, BÄUME: 4749 –> BLAU, BRAUN, GEMÄLDE, ROT: 5682

Table B.13: Selected uninteresting rules
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