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Zusammenfassung
ARTigo ist eine Online-Plattform, die sowohl Methoden zum Generieren von Metadaten
über Kunstwerke als auch eine semantische Suchmaschine für diese Kunstwerke anbietet.
Der Großteil der Metadaten wird über einfach zugängliche Spiele gewonnen, in denen die
Benutzer dazu aufgefordert werden, ein Kunstwerk zu beschreiben (taggen). Die so gesammelten Metadaten dienen als Basis für die Suchmaschine.
ARTigo bietet bereits eine Suchmaschine an. Jedoch ist das Benutzerinterface dieser Suchmaschine noch verbesserungswürdig. Durch die derzeitige Präsentation der Suchergebnisse
fällt es schwer, einen Überblick über die gesamte Ergebnismenge zu erlangen. Das ist problematisch, da Suchanfragen zu einer hohen Anzahl an Ergebnissen führen können.
Das Ziel dieser Arbeit ist es, das bestehende Benutzerinterface der ARTigo-Suchmaschine
weiter auszuarbeiten. Wir beheben Inkonsistenzen und andere Ungereimtheiten, die die Benutzer verwirren könnten, um das neue Interface intuitiver zu machen. Neue Funktionen ermöglichen es den Benutzern, einen besseren Überblick über die Suchergebnisse zu erlangen.
Dazu zählen alternative Darstellungen der Suchergebnisse, sowie verschiedene Visualisierungen der Metadaten der gesamten Suchergebnismenge. Zudem stellen wir dem Benutzer
neue Möglichkeiten und Hilfestellungen zum Verfeinern der Suchanfrage zur Verfügung.

Abstract
ARTigo is an online platform offering both the means to generate metadata about artworks
and a semantic search engine for artworks. Most of the metadata is user-generated via casual
games, in which players are asked to describe (tag) an artwork. The collected metadata is
used as basis for the search engine.
ARTigo already offers a search engine. However, there is still room for improvement in the
user interface of this search engine. The current presentation of the search results makes
it difficult to get an overview over the entire result set. This is a problem, because search
queries can yield a large number of search results.
The aim of this thesis is to elaborate on the existing user interface of the ARTigo search
engine. We eliminate several inconsistencies and other causes of confusions to make the new
interface more intuitive to use. Several new features are added that allow users to get a
good overview over the entirety of the search results. These include customization options
for the search result presentation as well as several visualizations of the metadata about the
entire result set. We also provide new options and assistance for query refinement to the
user.
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1 Introduction
Over the past decades, the processing power of computers has multiplied, allowing us to
process immense amounts of data in very short amounts of time. The ARTigo project
makes use of this power to allow users to search for certain pieces of art from a collection
of hundreds of thousands. However, in order to achieve this, there are some obstacles that
need to be overcome.
First, while some information about each artwork (like the artist, its location etc) is available
in plaintext, the contents of the image itself are not something that can be easily searched
algorithmically. Thus, it is necessary to extract information about the content of an image
in advance, and save them in a format that can be easily parsed. A common way to achieve
this is to “tag” the image with several words that describe the content. Since algorithms
for image recognition are still in their infancy, this task is left to human users. ARTigo
offers several so-called “GWAPs” (Games With A Purpose) to the public, in which players
can earn points by entering tags describing the displayed image. This “Gaming Ecosystem”
and how it manages to generate diverse tags is described in detail by Christoph Wieser in
[Wie14]. The metadata generated by these games is saved to a relational database.
In a second step, the available data needs to be indexed and saved in data structures that
allow for efficient searching, so that the search engine can meet the users’ expectations for
a near-immediate response time. Optimizing the search algorithms and data structures is
a very complex topic in itself. Instead of implementing their own solution, ARTigo makes
use of Apache Solr, a library that serves as a back end for search engines.
With this, the technical aspects are mostly covered. However, the search queries are issued
by human users, and thus, the user interface of the search engine is another important factor.
While ARTigo already does have a search interface, it is improvable in many aspects. It is
almost impossible to get an overview over the whole search result set, and many features
can be confusing to a first-time user in their current implementation. In our work, we will
eliminate these issues as well as add several new features that can assist users in refining
their search queries.
In the following Chapter 2, we will take a look at the interfaces of other search engines
and discuss which ideas can be adopted by ARTigo. In Chapter 3, we will describe the
search user interface currently available on the ARTigo website and discuss where further
improvements may be possible. We present our new improved user interface in Chapter
4, and discuss specific problems that arose during the implementation of these concepts in
Chapter 5. Finally, Chapter 6 contains a brief summary of our work, and in Chapter 7, we
list additional ideas that could further improve the search experience on ARTigo, but that
could not be fleshed out in the course of this thesis.
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2 Related Work
In this section, we will first look at some existing and widely-used image search engines on
the Internet. Then, we will discuss other scientific works about the user interfaces of search
engines.

2.1 User Interface of ARTigo in Comparison to Other Image Search Engines
Nowadays, most people have fast Internet connections. This allows website maintainers to
embed a large number of images into their sites. As a result, an innumerable amount of
images has accumulated on the Internet over the years. However, these are spread over
billions of websites, which makes it difficult to search for specific images. Because of this,
some Internet search engine providers like Google,1 Yahoo2 and Bing3 offer search services
that specialize in searching images. In addition, there are image hosts like Flickr4 that
allow users to search their own database of images. These image search services have been
in existence for many years. This means that their developers have accumulated a fair bit of
experience in designing good user interfaces. Additionally, users are used to these services
and expect similar user interfaces from other image search services. We will take a look
at these services and discuss how they can serve as a source of inspiration for the ARTigo
artwork search.
Since all of the mentioned search engine user interfaces look and feel quite similar, we will
discuss exemplarily only Google Images5 .
Usually, the search is initiated by entering some keywords, the search query, into a single
text field, see Figure 1a. The search starts when the user presses the enter key or a “search”
button next to the input field. In some cases, there is also an advanced search available.
As shown in Figure 1b, this is a form containing multiple input fields for different purposes.
For example, users can search for phrases or restrict the search results to images found on
specific domains.
On the results page, shown in Figure 1c, an input field is shown at the top of the screen,
so that users can refine or completely change their query. Below, some additional search
options are displayed. For example, users can select whether the image size should be
displayed. They can also set some additional filters, like excluding all images that were not
created during a certain timespan. Most space of the screen is covered with the images
returned by the search engine. They are arranged in a rather unstructured way: Some
images take more space than others, depending on their aspect ratio.
In ARTigo, as we will further discuss in Chapter 3, several of these aspects are already
implemented in a similar way. There exist a “simple search”, with a single input field, and
an “advanced search”, where the user can specify the fields (e.g., tags or name of artists)
in which the keywords are to be searched. However, the search result page looks rather
1

http://google.com/
http://yahoo.com/
3
http://bing.com/
4
http://flickr.com/
5
http://images.google.com/
2
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(a) Single input field on Google Images

(b) Advanced search form on Google Images

(c) Search result presentation on Google Images

(d) Search result presentation on Openclipart
(grid layout)

Figure 1: Popular user interfaces for image search engines

different. Metadata about the artworks tends to take a lot more space than the image of
the artwork. Also, there are no further search or display options available. In this regard,
some changes should be made to ARTigo, in order to make the result screen more familiar
with users of other image search engines.
Two more aspects are noteworthy:
First, web search engines usually display the number of search results. However, this seems
not to be the case for their image search services. Possibly this is because the number of
image results is more difficult to estimate than the number of document results. In contrast,
ARTigo operates on a collection where the exact number of search results is always known
and thus can be provided to the user.
Second, we do not want to remove all of the metadata displayed with each artwork. We
think that for pieces of art, information like their title and the name of the artist is just
as important as the image. However, the cluttered and unstructured arrangement of the
images used by the Internet image search engines would look even more chaotic with the
metadata in between. Therefore, we will settle for a more tidy approach, like a grid layout
as used by Openclipart6 (Figure 1d).

6

http://openclipart.org
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2.2 Theoretical Insights
To design a proper search interface, the search process has to be understood. For this
reason, we will take a look at several other scientific works that examine how users perform
their search.
In [SBC97], Shneiderman et al. describe a search framework consisting of four different
phases and list several aspects that need to be considered for each phase.
• A search starts with the formulation of the search query by the user. For this phase,
we need to consider which search fields are available to the users, whether and how
search tokens are to be normalized, and which operators (e.g. boolean operators) can
be used in the query.
• In the second phase, the user starts the search, e.g., by pressing the “search” button.
Alternatively, the search may be started automatically while the user is still entering
their query.
• Thirdly, the “review of results” refers to the presentation of the search results to the
users. Shneiderman et al. emphasize that users should be assisted in processing a long
list of search results. For example, users may want to choose to display only specific
fields, how many results to display, or to order the list by a certain field.
• The fourth and final phase addresses the refinement of the search query. This includes
support for successive queries, but also a history that allows users to return to the
results of a previous query.
It should be noted that the article is not a strict guideline on how user interfaces should
be designed; instead, it poses several questions that should be considered during the design
process. The answer to these questions may be different for each use case. Thus, not
all ideas presented in the work may actually apply to ARTigo. For example, a history of
the current search session may not be necessary, since this is already provided by the web
browser.
In [YSLH03], Yee et al. present a user interface and divide its workflow in three phases:
• The first phase, called the “Opening”, refers to the initiation of the search. In the
user interface created by Yee et al., this is implemented as a screen displaying many
keywords, divided into categories such as “location” or “colors”. While this may
ease the first steps into a new search, a categorical view like this requires faceted
metadata. Since the metadata used in ARTigo is not faceted, a similar feature cannot
be implemented without some greater additional effort. Instead, ARTigo will continue
to use a conventional search form for initiating a search.
• Most interestingly, the “Middle game” phase deals with the search result presentation
and query refinement. Next to the search results, the user interface displays metadata
about the whole result set. The authors highlight that this aids users in their query
refinement: Clicking on a keyword will add the word to the query and update the
search results. Another effect not mentioned by the authors is that this may allow
users to gain a better overview over the result set when there are many results. A very
similar feature may be applied to ARTigo: Users can be displayed common artists or
tags associated with the artworks returned by the search engine.
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• The “Endgame” phase refers to the display of a single search result, along with its
metadata. This is accessed by clicking on one of the images in the search result
screen. ARTigo already offers a similar feature, and it should be part of our revised
user interface.
The study [JJ06, JJ08] carried out by Joho and Jose examined the effect of additional information in the search result presentation on the users. They enhanced the web search results
retrieved by Google with additional information, like thumbnails or important sentences
from the retrieved document. They compared the users’ behavior while working with the
original presentation or their own revised versions. They concluded that additional information seemed to assist users in refining their search queries. It also helped in determining
whether a result matched what they were trying to find more quickly. This shows that the
user interface of a search engine should not omit any information that could potentially be
helpful to the user.
However, search queries in ARTigo can yield a large number of search results. The huge
amount of metadata that would be displayed with each artwork would make it very difficult
for the user to gain an overview over the search results. Roberts and Suvanaphen present
in [RS03] a solution called “Visual Bracketing”, which displays only full details of a single
result. The surrounding results are presented in a simplified form which takes less space.
The article focuses on search engines retrieving web documents. Therefore, unfocused search
results are represented only by their URL. This concept can be applied to ARTigo: Users
can enable a more compact view of the search results in which only the image of the artwork
is displayed. The metadata is hidden until the user hovers their mouse cursor over the image.
VisGets [DCCW08] is a user interface that adds visual widgets to the search result presentations. In their article, Dörk et al. used this interface on a collection of RSS feeds, and
showcase three examples of such widgets, shown in Figure 2:
• A temporal chart that displays how many articles are published each day or each hour;
• A world map that marks regions which are referenced by many articles;
• And a tag cloud presenting the most common keywords in the document collection.
This demonstration is also available online7 .
These visualizations allow users to get a good, rough overview over the documents. Interaction with the widgets (e.g., clicking on a tag in the tag cloud) allows users to set filters and
reduce the set of articles shown. In turn, the widgets are updated to show only information
about the remaining articles.
A very similar system can be applied to ARTigo, especially considering that the metadata
available in ARTigo is very similar to that exemplified in the article: In addition to the
tags, which are generated via the ARTigo games, each piece of art is also associated with
its creation date and the location where it is currently stored, e.g., a specific museum.
This information can easily be visualized with the same techniques as used in VisGets.
Furthermore, additional metadata about the artworks is available, like the name of the artist
and the title of each piece of art, and can also be used for similar widgets. Interactions with
the widgets will allow users to refine the search query effortlessly.
7

http://mariandoerk.de/visgets/demo/
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Figure 2: Metadata vizualisation of VisGets, retrieved 2015-03-23:
http://mariandoerk.de/visgets/demo/
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3 The Current Version and its Drawbacks
In the following chapter, we will take a look at the search engine user interface as it is
currently available on the ARTigo website. We will describe the current realization, review
its features and discuss further improvements.
For reasons of clarity and comprehensibility, we divide our evaluation into three separate
sections: The initiation of a search, the presentation of the search results to the user, and
the refinement of the search query. This is analogue to the phases described by Yee et al.
in [YSLH03] and by Shneiderman et al. in [SBC97], as discussed in the previous chapter.
Shneiderman et al. divided the first phase further into entering a query, and submitting the
query. In ARTigo, the query is submitted by simply pressing enter or a submit button, so
we consider these a single phase.

3.1 Initiating a Search
In ARTigo, there are two ways to start a new search:
First, there is the so-called “simple search”. On top of every page on the ARTigo website,
there is a single input field, as seen in Figure 3a. The user can enter a few keywords and
press enter in order to initiate the search. The query matches all artworks that contain the
keywords in any of their metadata and tags. As an additional assistance, when the mouse
cursor hovers over the input field, a tooltip with an example query and a short explanation
appears (Figure 3b).
Second, a more complex “advanced search” is available. This feature can be accessed by
clicking on “advanced search” in the navigation bar, also seen in Figure 3a. After clicking
the link, the user is redirected to a page with a more complex search form, shown in 3c.
This form consists of five fields: Tags, artist, title, location and (creation) year. When a
keyword is entered in any of these fields, the query will only match artworks that contain
the given word in that specific field. After the user has entered their query, they can press
enter or the “search” button in order to initiate the search.
Now we will evaluate these features and discuss which further improvements are possible:
The simple search works fine mostly as is. It is, as its name suggests, simple and intuitive
to use. Furthermore, the tooltip feature assists users in understanding what they can enter,
and demonstrates some of the features available. (In this case, a boolean NOT operator.)
The advanced search augments the search engine by allowing the users to create more specific
queries. For example, it allows to search for artworks that contain “blue” specifically in the
title, while the simple search also matches artworks that contain the keyword in their tags
or their artist’s name.
However, there are several drawbacks that are inconvenient or even confusing to the user:
One major issue that concerns both simple search and advanced search is the treatment of
special/non-ASCII characters. For example, many international users do not have a way to
type the “ç” character with their keyboards. Therefore, search engines usually allow these
special characters to be replaced with their most similar ASCII equivalents. When someone
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(a) The main page of ARTigo. Like on any page on the website, an input field
for the simple search is displayed in the right upper corner. In the navigation
bar on the left, there is a link to the advanced search.

(b) A tooltip appears when the mouse hovers over the simple search input field

(c) The advanced search form

Figure 3: Search forms on ARTigo
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wants to find artworks created by François Boucher, it is reasonable to expect that typing
“Francois Boucher” would match the correct spelling as well. However, this is not the case
for ARTigo: The queries “Francois” and “François” will actually yield different (disjunct)
search results.
There are many further issues concerning specifically the advanced search. Many of these
actually stem from inconsistencies between the simple search and the detailed search:
While the simple search has its tooltip explanation, there is no comparable feature for the
advanced search. This means that, apart from the label of each field, there is no further
explanation or example on what can be entered in the different search fields. Users may
want to enter a country name for the location, or time intervals for the creation date, neither
of which are supported by the search engine.
Furthermore, the tooltip of the simple search demonstrates how a boolean NOT operator
can be used in the query. Users may, with good reason, expect that this feature would work
in an advanced search query, too. However, this is not the case, as the NOT operator is not
supported by the advanced search at all.
Another problem is that the simple search input field is displayed even on the page with
the advanced search form, as seen in Figure 3c. People might expect that they can enter
some keywords in the simple search field and some in the advanced search fields. However,
simple search and advanced search are implemented as two separate systems, that do not
allow for such “hybrid” queries. Depending on which form is submitted, the search engine
will either perform a simple search or an advanced search, ignoring all fields associated with
the other search.
The search engine also does not take into account that some of the advanced search fields
require special treatment. For example, the “years” search field is a very special case, as
it handles dates (or years/numbers) instead of text. However, the current implementation
completely ignores this fact and performs a simple text search. This has some unfortunate
implications: For example, an artwork that is dated to “1905-1910” will only match queries
that contain either “1905” or “1910” (or both), but not any number in between, e.g., “1907”.

3.2 Search Result Presentation
When the search query matches any artworks, the search results are presented to the user.
A screenshot of this presentation, which is identical both for simple search and advanced
search, can be seen in Figure 4a. The results are divided into pages, with five results shown
on each page. Each result takes up the full horizontal width of the screen; and it is presented
with an image, a tag cloud and some additional metadata about the artwork, like the name
of the artist and its title.
Clicking on an image redirects the user to a page with a full screen view of the artwork,
which is shown in Figure 4c. The tag cloud and the metadata are displayed below the
navigation on the left side of the screen.
When designing a search engine user interface, there is always a tradeoff between a compact
presentation and presenting more information to the user. Both options have their advantages: A compact presentation allows to display more results at once, so users can quickly

17

(a) Search result presentation on ARTigo

(b) Search result presentation on a wider screen. Each result still takes up the
full horizontal width, resulting in a lot of unused space

(c) Presentation of a single search result

Figure 4: Search result presentation on ARTigo
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gain an overview over many search results. On the other hand, a more detailed presentation
makes it easier for the user to determine if one specific result fits their information need. In
our case, the former developers of the ARTigo search engine chose to focus on the latter.
This is reasonable, as the metadata about historic art may be just as important as the
picture itself.
However, the current implementation makes it very hard or even impossible to get an
overview over the whole search result set. One of the reasons is that a single search result
takes up too much space, even when taking into account that additional space is needed to
display the metadata. Each search result takes up the full horizontal width, even on large
screens. This results in a lot of empty space, as shown in Figure 4b. This empty space
should be minimized, so that we can fit as many results as possible on the computer screen.
Further circumstances aggregate this problem: Since there are only five results shown per
page, it is not possible to quickly skim through the search results while looking for a specific
artwork. Furthermore, there is no information given about the size of the search result set.
As a concequence, the user cannot judge if it is feasible to work through the search result
set, or if is more reasonable to further refine the search query.
Another problem is that some features are difficult to spot, because they are “hidden” below
the navigation on the left of the screen. This concerns the advanced search form (which
is further discussed in the next chapter), as well as the tag cloud and the metadata in the
single result view, as one can see in Figures 4a and 4c. These may easily be missed by the
users, especially on smaller screens, where these are not visible at first glance unless the
user scrolls down.

3.3 Search Refinement
After performing a search, the user might conclude that their initial query was too general.
Thus, in order to reduce the size of the search result set, they may want to further refine
their query. Currently, there are two ways to achieve this goal.
The first is by manually adjusting the input in the search form. In simple search, the current
query is always shown in the input field at the top of the page; while in advanced search,
the search form with the current query is shown below the navigation on the left side on the
screen. Users can simply add or remove any keywords and resubmit their query in order to
perform a new search.
Second, for each search result there is a tag cloud displayed next to the image. By clicking
on one of the tags, this tag is added to the query, and the search result view is updated
immediately.
But again, the existence of two different search systems can be a cause of confusion for the
users. When an advanced search has been performed, the input field for the simple search
is still shown above the search results, albeit empty. The users may wonder why the field
is empty, and they may be tempted to enter a new query there, instead of refining their
previous query. The advanced search form, displayed below the website navigation, can be
easily missed entirely, especially on smaller screens.
The separation of simple search and advanced search also affects the tag cloud next to each
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(a) Search results of a simple search. The input field in the upper right corner
contains the current search query. Alternatively, tags from the tag clouds
can be added to the query simply by clicking on them.

(b) Search results of an advanced search. The search query can be seen and
modified in a form below the navigation on the left side of the screen. Clicking
on a tag of the tag cloud will add it to the tag field.

Figure 5: Search query refinement
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search result. Clicking on a tag in advanced search results in the expected behavior: The
tag is added to the tag field of the search form, so the new query will only match artworks
that were tagged with that particular keyword. Clicking a tag in simple search, however,
adds the keyword to the simple search input field. This means that the new query will
match artworks that contain that word in any of their metadata, e.g., their title or their
artist’s names, but not necessarily within their tags.
Another inconvenience is that this method of query refinement is restricted to tags; Clicking
on an artist’s name to refine the search, for example, is not possible. It would be desirable
that other metadata could also be added to the search query by simply clicking on them.
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4 The New Search Interface
Our concept of the new user interface is closely based on the current version of the interface. This allows us to focus on eliminating the disadvantages of the current version, while
retaining all of its advantages. It will also allow users who are familiar with the current
version to get used to the new interface more easily.

4.1 Initiating a Search
Our new user interface is very similar to the previous version. There are still both search
types, the simple search and the advanced search. We still use the same design for the
search forms as before to keep it familiar.
However, there are a few changes regarding the advanced search form, shown in Figure 6:
Each of the five input fields displays an example value as a placeholder. This allows users
to get a better feeling for what can be entered in each field.
Another small, but notable change is that the simple search input field is not shown above
the advanced search form. Since this input field is labeled “search”, but not a part of the
advanced search, it can be a cause of confusion for users of the advanced search feature.
Therefore, we removed the simple search form from all pages related to the advanced search.
To make the simple and the advanced search more consistent and more comfortable to use,
further changes are made to the query syntax:
As before, both in simple search and advanced search, several keywords may be entered
in each input field. A minus character “-” ahead of a keyword acts as the boolean NOT
operator. This means that the query will only match artworks that are not associated with
this keyword. Previously, this feature was only available in the simple search. Our new
interface corrects this, so the operator can also be used in advanced search.

Figure 6: The advanced search form in our revised user interface
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The new system is also be more forgiving with non-ASCII characters. All keywords are
internally converted into their ASCII representation. For example, the letter “ç” is mapped
to “c”, so the queries “Francois” and “François” yield identical search results now.
A new feature is the search for combined tags. Combined tags are groups of tags that
describe a single feature of an artwork. For example, when an artwork is associated with
the combination “green+apple”, this means that the artwork contains a green apple; while
individually the tags “green” and “apple” could also refer to two different objects where one
is an apple and the other is green. There are two games available on the ARTigo website
that generate these combined tags: Tag a Tag and Combino. However, this feature has been
ignored by the search engine until now. Our new user interface allows users to combine tags
by placing a plus character “+” between them, without any spaces in between.
Our new user interface also takes the special characteristics of the search field for the
creation year into account. Previously, this field was processed via a simple string search.
Our revised search engine operates on numbers instead. This allows us to implement several
new features: For example, when a user enters “1907”, this query will also match artworks
that are dated to “1905-1910”. Moreover, users can now submit intervals as their query, too.
For example, entering “1801-1900” will match all artworks created in the 19th century.
When the user query cannot be parsed as a single number or a time interval, the search
engine will instead perform a string-based search, as in the previous version.

4.2 Search Result Presentation
The search result presentation, shown in Figure 7a, has been redesigned and several new
features have been added. The presentation of the individual artworks, however, is closely
based on the previous version of the user interface: Each artwork is presented as an image
with its tag cloud and its metadata; namely, the artist’s name, the title of the artwork, its
current location, and its creation date. However, the new design of this data is more compact
now: On wide screens, the search results will be displayed in a grid layout. This means that
more artworks can be displayed on the screen at the same time. This is demonstrated in
Figure 7b, where twice as many artworks are presented in the same space.
On top of the search results a new bar is placed (shown in Figure 8) containing additional
information about the search results and several customization options:
First, the total number of search results is displayed. This allows users, e.g., to determine
if their user query has been too general and should be refined further.
Second, users can choose how many search results will be displayed per page. By default,
this value is set to 25 artworks, but users can pick numbers up to 100.
Third, there is an option to hide some of the data shown per artwork. By unchecking
one or both of the checkboxes, the tags and/or the metadata are removed from the search
result presentation. When less information is displayed, each artwork takes less space on
the screen. This, in turn, means that more artworks can be displayed on the screen at the
same time. In Figure 9a, both the tag cloud and the metadata have been disabled, so we
can display three times as many artworks in the same space.
As stated before, a more compact presentation and a more detailed presentation both have

24

(a) Search result presentation of the new user interface

(b) On a wider screen, the presentation uses a grind layout, displaying several
artworks side by side.

Figure 7: Revised search result presentation

Figure 8: The new options bar shown on top of the search results. It displays the number
of search results, and offers several options for the user to customize the search
result presentation.
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(a) The tag cloud and/or metadata for each search result can be hidden by
unchecking the checkboxes in the options bar.

(b) When the mouse cursor hovers over an artwork, the hidden information is
displayed below the cursor.

Figure 9: Customized search result presentation: Hiding tags and metadata
their advantages: It is a tradeoff between getting a rough overview over many search results
at once and getting more information about the individual results. There are different use
cases, in which either of the presentations may be more suitable than the other. By offering
this setting, we leave this tradeoff to the user.
When some of the data is hidden, users can move their mouse cursor over any of the artworks
and the hidden information will be displayed below the cursor (Figure 9b). This allows users
to easily get the full information about the artwork they are interested in, without giving
up the advantages of the compact presentation.
Fourth, there is a dropdown menu that allows users to choose one of several metadata
visualizations. These allow users to get an overview over the whole search result set. We
will further elaborate on this topic in Section 4.4.
The single result view, which is accessed by clicking on an image in the search result set,
has also been redesigned, as shown in Figure 10. The metadata and the tag cloud are now
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Figure 10: Presentation of a single search result
displayed to the right of the image, where they are noticed at first glance. Above the image,
there is an additional bar: There is a link that allows users to return to the search result
presentation; and two more links that allow to jump to the previous or the next artwork in
the search result list.

4.3 Search Refinement
The search refinement features, described in Section 3.3, are still available in the new version
of the search engine. However, they have been adjusted to make them less confusing.
When the user performs a simple search, the search result presentation still displays the
input field at the top of the page. It displays the current search query, and the user can
manually refine the query by editing the content of the input field and re-submitting it.
However, in the result presentation of an advanced search, this input field is not shown. We
decided to remove it, because an empty input field labeled with “search”, which is shown
above the search results despite being unrelated to the current search (as shown in Figure
5b), is a potential cause of confusion for the users. We also removed the search form that
was previously displayed below the navigation, where it is easily missed by the user. Instead,
the query of an advanced search is now displayed above the search results, as seen in Figure
11a. This display is as compact as possible, to ensure that the user can still see the top of
the search results. When the user clicks on “Edit query”, this display is replaced with the
full search form, as shown in Figure 11b.
One major difference to the previous version of the search engine is the possibility to refine a
simple search query into an advanced search query. After a user has submitted their initial
query via simple search, they can decide that further refinement of the query is necessary.
Now, they can enter keywords into the more specific input fields that were previously only
available in advanced search. They can do so manually, by choosing “search form” from
the “refine query” dropdown menu (shown in Figure 12) in the options bar. In addition,
the new search refinement features, described in the rest of this chapter, automatically add
keywords to those fields, without having the user edit the form manually.
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(a) Search result screen of an advanced search. Above the search results, there
is a box displaying the query corresponding to the results.

(b) When the user clicks on the “Edit query” link in the box, the content of the
box is replaced with the search form, where the user can refine their query.

Figure 11: Manual search refinement
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Figure 12: Dropdown menu containing several options for search refinement. These options
allow the user to access the advanced search form, shown in Figure 11b, and the
visualizations of the search result metadata, described in Section 4.4.
For instance, as described in Section 3.3, in the old version of the user interface, clicking on
tags in the tag cloud resulted in inconsistent behavior. In our revised user interface, however,
the tag will always be added to the “tags” search field. It does not make a difference whether
the original query was submitted via simple search or advanced search.
We also applied this feature to the metadata shown for each artwork. For example, when
the user clicks on the name of an artist, the search engine automatically refines the query,
so that only artworks created by this artist remain. This feature works analogously for the
title, the location, and the creation date of the artwork.

4.4 Metadata Visualization
A major new feature of our new user interface is the visualization of the metadata. It
is accessed via a dropdown menu in the options bar, as seen in Figure 12. The search
engine collects the metadata of all the artworks from the search result set, and displays this
information on top of the page. This allows users to get a better overview over the search
results, and also assists in further refining the query.
There are five different visualizations for the following metadata available: Creation dates,
tags, combined tags, artists, and locations.
When the user picks “creation dates” in the dropdown menu, a graph will be displayed
(shown in Figure 13a). The x-axis corresponds to the year, while the y-axis displays how
many artworks (matching the query) have been created in a specific year. Below the graph
is an input field (which is identical to the “creation date” input field in the advanced search
form) in which users can submit a year interval. Doing so will refine the query, so the
search result set (and the visualization) will be restricted to artworks created in the given
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(a) The creation date visualization is a graph that shows how many artworks
were created per year. In this case, there is a data point for every year in
the 18th to 20th century.

(b) This graph is based on the same data as the one shown in Figure 13a, but
the graph has only one data point per decade now. Therefore, this graph is
much smoother than the other one.

Figure 13: Creation date visualization

interval. Next to it is a dropdown menu which allows the users to choose a granularity for
the graph. For example, “1 year” means that every single year is represented by one data
point in the graph; while “100 years” means that one data point in the graph represents
how many artworks were created in a century. This serves as a way of smoothing the graph,
as demonstrated in Figure 13b.
The next option is called “tags”. As its name suggests, this visualization (shown in Figure
14a) aggregates the tags of all the artworks in the search result set. The 50 most common
tags are displayed in a tag cloud, which is a common way to visualize tags: The tags are
displayed in a random order, but tags that appear more often are displayed in a bigger font
size. This way, the user can easily determine common motives that appear in the result of
their search query. When the user clicks on any tag in the cloud, the tag is added to their
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(a) A tag cloud displaying the 50 most common tags in the search result set.

(b) A cloud displaying the 50 most common tag combinations in the search result
set.

Figure 14: Visualizations for tags and combined tags
search query and the result screen is updated immediately.
A similar visualization is used for “combined tags”, as shown in Figure 14b. As explained
previously, combined tags are groups of tags that describe a single feature of an artwork. For
example, when an artwork is associated with the combination “green+apple”, this means
that the artwork contains a green apple. Therefore, combined tags can be more specific
than single tags, but fulfill a very similar role otherwise. Because of this, we also use a tag
cloud for visualizing tag combinations. Again, clicking on a tag combination will add it to
the query and reload the result page.
For “artists”, we offer two different types of visualization. The first is an “artist cloud”,
shown in Figure 15a, which works identically to a tag cloud. Functionally, artists and tags
are two very different things; but this kind of visualization is intuitive and allows the user
to get a quick overview over the artists represented most often within the result set. If the
user prefers, a sorted list can be displayed instead, as shown in Figure 15b. This list shows
each artist along with the number of artworks (from the result set) they created.
Finally, locations are visualized in a hierarchical list, as seen in Figure 16. In the ARTigo
database, the location of an artwork is usually represented in two different parts: The
geographical location (e.g., the city), and the institution (e.g., the museum) where the
artwork is located. Our visualization makes use of this to create a two-tiered hierarchical
list: We generate a list of the cities where most of the artworks from the result set are
located, and for each item from this list a sublist containing the most common institutions
within that city.
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(a) An “artist cloud”, displaying the 50 most common artists represented in the
search result set.

(b) Alternatively, the artists can be displayed in a structured list, sorted by the
number of artworks (from the search results set) they have created.

Figure 15: Visualizations for artists

Figure 16: Visualization for locations
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5 Implementation
In this chapter, we will elaborate on the technical aspects of our search engine. After
describing the software architecture of the ARTigo search engine, we will discuss technical
challenges we encountered during the implementation of our revised user interface.

5.1 Architecture of the ARTigo Search Engine
The search engine of ARTigo is based on three different software components:
• ARTigo itself is a public website where users can play several games centered around
historic artworks. During the course of the game, metadata (in particular, tags)
about the artworks are generated. Furthermore, it contains the user interface for the
search machine. ARTigo is based on JBoss Seam, an open-source framework for web
applications in Java, which makes use of JSF for its View component.
• PostgreSQL is a database management system which contains the data about the
artworks, e.g., their titles and creation dates. Additionally, the database is also used
to store the metadata which are generated by ARTigo.
• Solr is the back end of the ARTigo search engine. It indexes data for efficient searching,
processes the search queries and returns the matching search results.
Currently, there are five different games on ARTigo that generate metadata about artworks.
These games and their different purposes are described in detail by Christoph Wieser in
[Wie14]. For our purpose, we differentiate between two types of games: First, the ARTigo
Game, ARTigo Taboo and Karido generate “taggings”, which are relations between an
artwork and a tag. Second, Tag A Tag and Combino generate “combined taggings”, which
are relations between an artwork and multiple tags. (We will further elaborate on combined
tags in Section 5.2.1.) When users play one of these games, the data generated during the
course of the game is stored in the PostgreSQL database.
Solr serves as an additional layer between the SQL database and the search engine front
end. Solr is configured by creating a schema for so-called "documents" consisting of several
fields. In ARTigo, a "document" corresponds to an artwork, and its fields correspond to the
different types of metadata associated with an artwork, such as its title, the name of its
artist, and its tags. Solr is configured with several SQL queries for retrieving the necessary
data from ARTigo’s database.
Each field has to be configured further:
• Every field has a type. For example, the creation date of an artwork could be saved
as a string, or as an integer (containing only the year). However, the types do not
only determine the datatype, such as string or integer, but also how the values are
processed during indexing and while processing a query. In ARTigo, for example, two
different string types are used for the tags and the title of an artwork: Tags are single
words, so they are represented as “string_lc”, which means that they are converted to
lower-case before they are indexed. Titles, however, often consist of multiple words, so
they are tokenized (i.e., split up into words) for indexing. This is achieved by assigning
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the type “text_general” to this field. Which types exist and how they are processed
is also specified in the Solr configuration.
• A field can be “multi-valued”, which means that the field can store more than a single
value. For example, a single artwork is usually associated with many tags, so the
“tags” fields are multi-valued.
• A field can be “stored”, “indexed”, or both. “Indexed” means that the values of this
field are added to the index, and, thus, can be searched with a query. “Stored” means
that after the search results have been retrieved, the values of this field can be obtained
from a search result (in order to display it on the search result screen, for example).
In some cases, Solr needs to be expanded with additional features that cannot be achieved by
simply modifying the configuration files. Instead, we need to inject our own code into Solr.
This can be achieved by using "Solr plugins", JAR files that include custom Java classes
with the desired functionality. These classes can then be referenced from the configuration
files. We will make use of this feature by adding some so-called "Transformer" methods
which modify the values the document fields before they are indexed and/or stored.
After Solr has been fully configured, the indexing process can be started. Solr connects to
the SQL database and creates a local index of the data it needs.
When the user wants to initiate a search, they do not interact with Solr directly. Instead,
they interact with the ARTigo website, which contains the user interface for the search
engine. The search forms are implemented in JSF, which is rendered into an HTML document for the client’s web browser. When a user submits a query, ARTigo performs some
pre-processing on the query, before it is forwarded to Solr via an HTTP request.
Solr then processes the query and generates a ranked list of search results. By default, the
ranking is determined by a tf–idf score. Additionally, the query can contain weights on
certain fields: For example, a query can match artworks that contain a keyword in their
title or in their tags, but the result will rank higher if it appears in the title.
The search results are returned to ARTigo as a response to its HTTP request, and are then
presented to the user. Just like the search forms, the presentation of the search results is
also implemented in JSF.

5.2 Challenges
5.2.1 Reconfiguring Solr
In order to implement some of the features of our new user interface, we need to reconfigure
the indexing process of Solr.
The Solr document schema has been expanded with several additional fields:
The first new field is used to store and index combined tags. These are the tag combinations
created by games such as Tag A Tag and Combino.
In the SQL database, these two games store their data in different tables: Tag A Tag
uses a table called Metatagging, which serves as a relation between an artwork and two
tags. Combino uses two different tables: The table CombinedTag combines two tags into
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a single entity; and the table Combination functions as a relation that associates an entry
in CombinedTag with an entry in ArtResource. Thus, Solr is configured to collect the data
from the different tables used by the two games.
The tags collected by Tag A Tag and Combino are meant to be semantically different: In
Tag a Tag, a pair (artwork, tag) is meant to be tagged with another tag that describes the
relation between the artwork and the original tag. In contrast, Combino groups tags that
describe a single facet of an artwork (e.g., a single object shown in the artwork). However,
since the amount of data generated by these two games so far is rather small, we chose
to ignore this difference for now. (These two games produced only about 50,000 taggings
in total, compared to the 7.4 million taggings created by the single-tag games.) In future,
when more data is available, it would be desirable to make this distinction more transparent
to the user.
We also considered whether combined tags should be “normalized” in respect to their order.
This means that “green+apple” and “apple+green” would be considered equivalent. However, Florian Störkle, the developer of Combino, argues in [Stö12] that combined tags are
not symmetric. He demonstrates this with an example, commenting that the combinations
“green light” and “light green” have two different meanings. A similar argument can be
made for Tag A Tag: When an artwork is tagged with “tree”, and this artwork-tag pairing
is tagged with “edge”, this implies that a tree is shown at the edge of the artwork. If an
artwork is instead tagged with “edge”, and this pairing is tagged with “tree”, this would
imply that the artwork shows an edge (of a cliff, for example) and a tree growing on that
edge. Thus, combined tags are generally not symmetric.
Several other new fields have been added to the Solr document schema in order to improve
support for creation date search. Previously, Solr only obtained the text-based date field
from the SQL database and stored it in its index (see Section 3.1). When a user specified
a creation date in their query, Solr performed a simple text-based search. The new fields
contain numerical representations of the creation year.
In the creation date column in the SQL database, most entries follow one of three different
patterns: They contain either only a single year (e.g., “1807”), or two different years separated by either a hyphen “-” or a slash “/” (e.g., “1805/1807” or “1805-1807”). Thus, we
added three new fields to the schema: “date_year_from”, “date_year_to” and “date_year”.
The first two fields are typed as integer and represent the two endpoints of an interval. For
example, if the creation date is given as “1805-1807”, we will set the field date_year_from
to 1805 and date_year_to to 1807. The other two cases are covered by “date_year”, which
is a multi-valued integer field. It is multi-valued so that we can store two integers, if two
years are listed in the creation date, as in “1805/1807”. If the original string can be parsed
as a single number, like “1805”, only this number will be stored in the field.
In order to implement this conversion, we created a Transformer method that is called after
the text field has been fetched from the SQL database. It parses the text field and fills
in the appropriate fields, leaving the others empty. We also determined a few other string
patterns that occur in the database commonly and added support to our parser for those
as well. For example, when the creation date is given as “18th century”, this is internally
treated as the interval 1701-1800. However, due to the inconsistent content of this text field,
there may still be entries left that cannot be parsed yet.
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There is also no consistency in the database on how to mark certain fields (e.g., the name
of the artist or the creation date) as unknown. Usually, unknown fields are represented
as empty strings. But in some cases, the string “unknown” (or the German equivalent
“unbekannt”) is used instead. Sometimes, the first letter is capitalized and/or the word is
put in brackets. This is a problem, because ARTigo is available in several different languages
– English, German and French. Thus, ARTigo has to be able to recognize an unknown field
and display an appropriate message, depending on the language selected by the user. Thus,
we created another transformer method that is called after fetching the fields from the
SQL database: If the value of a field matches any of the most common representations of
“unknown”, it is replaced with an empty string. The user interface then uses the emptiness
of the string to determine that the value of the field is unknown.
We also enabled mapping Unicode letters to ASCII letters. This is easily achieved by
modifying the Solr field types “string_lc” and “text_general” to include a character filter
using a “fold to ASCII” mapping provided by Solr. Thus, this conversion takes place both
while indexing the database and while processing a user query. For example, the name of the
French artist François Boucher is converted into two tokens “francois” and “boucher” during
indexing. When a user submits “Francois” or “François” as their query, both variations are
also converted to “francois”, which matches the token that was previously indexed.

5.2.2 Initiating a Search
Showing placeholder values in the advanced search form input fields was achieved by using the HTML5 “placeholder” attribute. The input form is implemented in JSF using
<h:form>, <h:inputText> and <h:commandButton> elements8 . When JSF renders the
HTML document, these three elements are rendered into HTML <form>, <input type=
"text"> and <input type="submit"> elements. However, when a JSF element contains an
attribute that is unknown to the renderer, this attribute is discarded. Since JSF was not
created with HTML5 in mind, this affects all attributes that are new to HTML5, including
the “placeholder” attribute.
During development, we initially worked around this by writing JavaScript code that iterated
over all input fields and added the appropriate placeholder. This works because JavaScript
is executed by the browser, after the JSF renderer finished rendering the HTML page.
Later, we discarded this approach for a custom JSF renderer. ARTigo already made use
of such a custom renderer in order to display a placeholder in the simple search input
field. This renderer is called when a text input field is encountered, and it immediately
copies the value of the placeholder attribute from the original JSF element to the current
HTML element. However, this implementation only worked when the input field is not the
first child of its parent element, otherwise, the placeholder is copied to the parent element
instead. This means that, in the advanced search form, the placeholder was not copied to
the <input> element, but to its parent <span> element instead.
Therefore, we rewrote this class: When a text input field is encountered during the rendering,
the default ResponseWriter is temporarily replaced with a custom ResponseWriter (based
8

where the prefix “h” is bound to the XML namespace “http://java.sun.com/jsf/html”
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on ResponseWriterWrapper from the Java EE Class Library). This custom ResponseWriter
delays copying the placeholder attribute until the HTML <input> element is rendered, thus
ensuring that it is copied to the correct HTML element.
Another major obstacle during the development of the revised user interface was the query
parser. When a user submits a query, we have to pre-process the query before we can pass
it on to the Solr server. For example, we need to add information about which field (e.g.,
“artist” or “title”) has to be matched with the keywords from the query. Previously, this was
handled by different Java classes, depending on whether the user performed a simple search
or an advanced search. This resulted in many of the inconsistencies described in the previous
chapters and also made it impossible to refine a simple search query by adding keywords
to the advanced search input fields. Therefore, in order to eliminate this separation, we
merged the two systems into a single one that processes both simple and advanced search
queries, as well as “hybrid” queries.
Our new query parser works similar to the former advanced search query parser: We tokenize
the value of each input field and add the name of the field in the Solr document schema. For
example, when a user submits a query containing “vinci” in the “artist” search field, this
is internally converted into “artist:vinci”. This conversion is performed on every keyword
entered by the user, and these query segments are then combined using the boolean AND
operator.
We also added support for the boolean NOT operator, which was previously only available
in the simple search. For example, when a user query contains “-vinci” in the “artist” search
field (i.e., the query matches only artworks that were created by an artist whose name does
not contain “vinci”), this is internally converted to “-artist:vinci”.
The simple search input field is a special case, as the keywords of the query do not have to
appear in a specific field. Therefore, we generate query segments for every field and combine
these using the OR operator. For example, a simple search query “blue” is converted to
“tag:blue OR title:blue OR artist:blue OR ...”. Additionally, the fields are given different
weights which influence the order of the search results. For example, when a keyword
matches the title of an artwork, this artwork is ranked very high; while an artwork that
contains the keyword only within its tags is ranked lower. Weights have already been used
in the previous version of the simple search, so we adopted this for the hybrid search system.
Another special case is the creation date. Unlike before, searching for the creation date
of an artwork can now be performed on numbers instead of text strings. Users can enter
intervals like “1701-1800” in order to match all artworks that were created in the specified
range of years. (The user can also enter a single number like “1790”, which is processed
identically to the interval query “1790-1790”.)
Since both the user query and the creation date of an artwork can be specified as intervals,
we have to consider several different cases: First, the interval given for the artwork is a
subset of the interval specified in the user query. This artwork would be considered a
perfect match and will be shown among the search results with a high ranking. Second, the
interval given for the artwork overlaps with (or is a superset of) the interval specified in the
user query. This artwork will still be shown among the search results, but it will have a
lower ranking. Third, the intersection between the two intervals is empty. In this case, the
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artwork does not match the query and thus, will not be shown among the search results.
When the user enters neither a single number nor an interval, the search engine will instead
perform a text string based search, like in the previous version of the user interface.
5.2.3 Search Result Presentation and Query Refinement
The revised result presentation and the query refinement were implemented by modifying
the View component of ARTigo. Every artwork is presented as a simple HTML table
consisting of three columns, which contain the tag cloud, the image and the metadata. The
“display” CSS property of the tables is set to “inline-table”. Therefore, when there is enough
space on the screen, multiple artworks are presented next to each other. When there is not
enough space to the right of the previous table, an automatic line break is caused. Since all
tables have the same width, it looks like the results are presented in a grid layout.
The user settings, which are available in the options bar, are a bit more complex, as they require communication with the server. The revised user interface makes use of A4J (Ajax4jsf,
which is part of the JSF library RichFaces) in order to communicate changed settings to
the user:
When the user changes the number of search result per page, this is sent to the server via
AJAX. The server redirects the user to an updated search result page reflecting the selected
number of results.
Clicking on the checkboxes for showing or hiding the tags or metadata does not cause a
page reload, however. Instead, a JavaScript iterates over all shown artworks and changes
the “display” CSS property of the respective table column to make it visible or invisible.
However, this setting is still reported to the server via AJAX, so that the settings are
retained when the user requests a different page of the search results.
5.2.4 Metadata Visualization
In order to collect the metadata of the whole search result set, we have to iterate over every
result. However, this feature is not officially supported by Solr: Because search engines
usually spread large search result sets over several pages, Solr only returns a page worth of
results. We can configure Solr to return pages with any arbitrary number of results, e.g.,
the maximum number of an integer value, 231 − 1. However, for very large search result sets,
storing data about all results in memory at once may require too much space. In addition,
retrieving all results at once may take a long time, possibly exceeding a timeout limit in
the connection between the ARTigo server and the Solr server. Therefore, forcing Solr to
return all search results at once is not a feasible option.
As a workaround, we chose to implement a custom iterator. When the iterator is initialized,
it requests a feasible number of search results from Solr, e.g., the first 500 results. It iterates
over this search result subset, until the end of the subset has been reached. At this point,
the iterator fetches the next 500 results. This process is repeated until all search results
have been iterated.
In order to improve the performance of our iterator, we make use of so-called filter queries.
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These filters are applied by Solr after the initial query has been executed, in order to further
reduce the search result. We use the query segments (like “artist:vinci”, as described in
Section 5.2.2) as our filter queries, and use a wildcard matching all artworks as our initial
query. Filter queries are more efficient than standard Solr queries for two reasons: First,
filter queries do not apply any ranking on the search results. This is an unproblematic
sacrifice, since the order in which the results are obtained does not matter in our use case.
Second, the result of the filtering is cached by Solr, which means that a filter can be applied
more quickly if the same filter has been used and cached recently.
Despite these optimizations, the iteration still takes a while for large result sets. Therefore,
when the user selects one of the visualizations, they are notified that it may take some time
until the visualization is displayed. The selection is reported to the server via AJAX. The
server executes the methods of a specific class, depending on which kind of visualization
is selected. These methods iterate over all search results (using the iterator previously described) and extract the appropriate metadata of every artwork. The metadata is further
processed as needed for the visualizations, which we will describe below. Finally, the visualization is added on top of the search result page by updating a part of the page (without
reloading the whole page) via A4J.
The classes that back the visualizations are called TagVisualization, ArtistsVisualization,
TimeVisualization and LocationsVisualization:
The first class, called TagVisualization, is used for the visualizations of both tags and
combined tags, seen in Figure 14. We will now exemplarily describe how the visualization
of tags is created. The visualization of combined tags is implemented analogously.
First, we need to pre-process the data. We iterate over the search result sets and count the
occurrences of every tag. When the counting process is finished, we sort the tags by their
number of occurrences. This ranking is used to determine the 50 most common tags, the
rest is discarded. We randomize the order of the remaining tags so that the more common
tags are mixed with the less common ones. We use a predetermined seed for our randomizer,
so the tag cloud will still look the same after the user reloads the page.
The visualization itself is then created via JSF: For every tag in the list, we output the
tag itself, with its font size being determined by the number of artworks associated with
that tag. Every tag is a hyperlink to a new search result page with the current query being
refined to also contain the respective tag.
The visualizations for the artists, created by a class called ArtistsVisualization, are generated
in a very similar way. The only difference in pre-processing is that an artwork is associated
with multiple tags, but only with a single artist, so we do not require nested loops in order
to count the artworks of each artist.
However, the “artist cloud”, shown in Figure 15a, requires an additional issue to be taken
into account: While tags usually consist of a single word, without any whitespace, names of
artists usually consist of (at least) a first name and a last name. Because of the whitespace
between the first name and last name, automatic word wrapping might occur in the middle
of a name, splitting it into several lines. To prevent this, the HTML element, wrapping the
name of an artist, has its CSS “display” property set to “inline-block”. This prevents word
wrapping within a name, but does not completely disable it: If a name is too long to fit
into a single line, it can still be wrapped.
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In addition to the artist cloud, we offer the option to display the authors as a sorted list,
as seen in Figure 15b. When this option is selected, the pre-processing is still mostly the
same: Only the randomization of the ranking is omitted, since we want to output the names
in the correct (sorted) order. The sorted list is then used to generate an HTML list using
<ol> and <li> in JSF.
LocationsVisualization, the class backing the visualization of the locations, is slightly more
complex because it generates a two-tiered hierarchical list, as showcased in Figure 16. The
first level of this hierarchy is a list of geographical locations (e.g., cities), and the second
level is a list of institutions (e.g., museums) in each location. In order to count the locations
of the artworks, we use a nested map9 . The counts are used to generate a sorted ranking,
with sorted sub-rankings for each entry in the original ranking. This two-tiered ranking is
then used to generate nested HTML lists in JSF.
Finally, the class TimeVisualization backs the visualization of creation dates, which is shown
in Figure 13. While the previous visualizations were generated in HTML using JSF, this
visualization generates an image that is embedded into the website using an HTML <img>
element. This is achieved by using the library JFreeChart to create an XY diagram. This
chart is rendered into a PNG image and saved into a byte array, which is embedded into
the web page by using the JSF <s:graphicImage> element.10
However, we needed to consider how to count artworks with an imprecise creation date.
When an artwork is dated to 1895, for example, it is obvious that the counter for the year
1895 has to be incremented by one. It gets more complex when an artwork is dated to
1895-1900, for example. There are multiple ways to deal with it, but we do not think that
there is any “correct” way. In our implementation, we chose to increment the counters for
every year contained in the interval, because this is consistent with the behavior of the
search engine: When the user searches for the year 1900, for example, artworks dated to
1895-1900 would also be included within the search results, albeit with a low ranking. In
other words, the graph shows how many artworks would be found if the user would refine
their search query to a specific year.
The user can also choose the granularity of the graph. For example, when a granularity
of “100 years” is selected, this means that each data point in the XY diagram represents
the number of artworks created in one century. In order to map a year to a more granular
timespan, we use the formula (year − 1)/granularity + 1, where / is the integer division11 .
For example, when the selected granularity is “100 years”, this means that the formula
(year − 1)/100 + 1 is used. Therefore, all years in the interval 1901-2000 are mapped to the
20th century.
Again, additional attention is required for artworks with imprecise creation dates. For a
granularity of “100 years” and an artwork that is dated to 1895-1915, a naive implementation
might increment the counter for (i-1)/100+1 once for each i=1895 to 1915. This means that
the counter for the 19th century would be increased by 6 and the counter for the 20th
century would be increased by 15. Our implementation increments each century only once.
9

i.e., a Map<String,Map<String,Integer>>, where map.get(location).get(institution) == counter
The prefix “s” is bound to the XML namespace “http://jboss.com/products/seam/taglib”.
11
This formula is valid only for positive numbers. For negative numbers, i.e. for artworks created Before
Christ, the formula is: (year + 1)/granularity − 1. However, most artworks in the ARTigo database were
created Anno Domini.
10
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Finally, we also need to consider where the data points should be displayed in the diagram.
For example, a naive implementation might display the data point representing the 20th
century at the X-position 2000. However, this may be misleading, as the 20th century
actually represents the timespan from 1901 to 2000. Therefore, we chose to display it at the
center of the interval (i.e., 1950) instead.
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6 Summary
In this thesis, we implemented a new user interface for the search engine of the ARTigo
platform. This new interface is more intuitive to use, while also offering new and more
advanced features than the previous version. We ensured that the revised user interface
looks familiar to users of the previous version of the ARTigo search user interface, as well
as to new users who have experience with other search engines.
We divided the workflow of the user interface into several phases and discussed them separately:
The first phase is the initiation of the search, which encompasses the presentation of the
search form and the query syntax. ARTigo offers both a simple search, consisting of a
single input field, and an advanced search consisting of multiple fields. We eliminated
several inconsistencies between these two search types and made the distinction clearer to
ensure that users do not confuse them. We also made the search more intuitive to use,
for example, by adding example queries to every input field in order to assist the user in
understanding the meaning of each field. Furthermore, the new user interface offers new
features such as interval queries for creation dates of artworks.
The second phase is the presentation of the search results. Previously, this presentation was
focused on giving the user as much information about each search result as possible. As a
consequence, it was very difficult to get an overview over the whole search results. We made
the presentation more compact in order to allow more results to be seen at once, without
removing any of the information displayed. Furthermore, we added configuration options
to the presentation, so that the user themselves can control the tradeoff between a more
detailed and a more compact presentation of the search results.
When the user clicks on an artwork, they are redirected to a larger view of this artwork.
This larger view is now integrated more tightly into the search user interface, as there are
now buttons to return to the search result view or to jump between different results. We
also ensured that all information can be seen at first glance, as some of it was previously
“hidden” in places where it could be easily missed by the user.
The third phase is the search refinement. This refers to features that assist the user in
adjusting their search query to eliminate search results the user is not interested in. Again,
we made the distinction between simple search and advanced search clearer, as users were
tempted to submit a new simple search instead of refining their query with the help of the
advanced search. Our revised user interface also allows users to click on the metadata (e.g.,
the name of the artist) presented with an artwork in order to add it to the query.
An entirely new feature of the revised user interface, that affects both the presentation of the
search results and the search refinement, is the visualization of the metadata. For example,
by enabling the visualizations for artists, users can obtain a list of the artists whose creations
are represented most often among the current search results. Visualizations are available
for different types of metadata: Artists, the creation date, location, tags and combined tags.
These visualizations assist users in getting an overview over the whole search result set, as
well as in refining the search query.
However, during the creation of our concept and its implementation, several ideas emerged
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which could not be implemented due to time constraints or other restrictions. Therefore,
in the next chapter we will present several ideas on how the search engine could be further
improved in future.
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7 Outlook
In this chapter, we will list several ideas that could be used as a basis for future work in
order to further improve the ARTigo search engine.

Database Modification. The first approach is to modify the data in the SQL database.
This also includes tags, but especially concerns the metadata which is not generated by
ARTigo itself, such as the title, the creation date and other information about artworks:
One problem with this data is that there is too little consistency. In Section 5.2.1, we discussed some of these inconsistencies which we took into consideration during Solr’s indexing
process. However, these are only a few examples. There are far too many inconsistencies in
the data to implement a special case in the indexing process for each of them. Therefore, it
would be desirable to revise this metadata and make it more consistent. This would affect
almost every aspect of the search engine: For example, searching for artworks located in the
“Musée du Louvre” currently omits many artworks where the “Musée de” is not specified
as a part of the museum’s name. It also makes the search result presentation more inconsistent, and Figure 17 gives an example that showcases how this also affects the metadata
visualization: Below the item “unknown”, the four subitems “private collection”, “(private
collection)”, “private property” and “(private property)” all mean the same. The item below also has two sub-items referring to the same museum, namely “Musée du Louvre” and
“Louvre”.
Another problem is that the data in ARTigo is centered too much on single languages, usually German. This especially concerns the result presentation, which constantly confronts
the English and French users with German text. However, it also affects the results retrieved
for some queries: For example, when a user searches for artworks located in “Munich”, this
query yields zero results. When they enter “München”, the German name of this city, 1956
search results are found. Whenever appropriate, the database should contain multiple text
strings for the different languages.
A similar problem also affects the tags, as the games that generate tags are used mostly
by German players. The result can be observed by performing the same search in different languages: A query for the German tag “blau” yields 9259 results, while a search for
the English and French equivalents “blue” and “bleu” returns only 383 and 109 search results, respectively. Different approaches could be considered to make tags usable in other

Figure 17: The “locations” visualization to the search query “blau” (German for “blue”).
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languages, such as automatic translation, or manually marking different tags as equivalent.
We also propose to let the users edit the metadata saved in the database. In the larger
view of a single search result, an "edit" button could be introduced, which allows users to
propose changes to the metadata and the tags. The correctness of the tags submitted this
way would be verified by the tags retrieved from other users and the ARTigo games. For
changes to the rest of the metadata, an additional system for supervising and approving or
rejecting the proposed changes would be required.

Search Initiation. Second, the search forms could be improved further or alternate ways
to initiate a search could be introduced:
The search forms could be enhanced by adding an autocomplete feature. While the user
types the name of an artist, for example, the current value of the input field is sent to the
server via AJAX. The server then returns a list of artists whose names start with what the
user has typed so far. This list is then presented to the user and they can select a name
from the list, instead of typing the whole name. This feature is used by many search engines
nowadays; one of the most known is Google, where this feature is called “Google Suggest”.
One would have to consider for each input field whether it would be reasonable to enhance
it with this feature: The creation date field, for example, would hardly benefit from it.
Another possible new feature is displaying search results while the user is still typing their
query. Again, the current query would have to be sent to the server via AJAX, the server
performs a search and returns a list of the most relevant search results to be presented to
the user. As searching for an incomplete word (such as “leon”, while the user is typing
“leonardo”) would yield zero search results, the query would have to be expanded with a
wildcard (“leon*”) or via autocomplete. Google implemented this feature (called “Google
Instant”) into their Internet search engine several years ago. They claim that it allows users
to perform their searches faster, saving several seconds per search.12
We could offer an alternate way to initiate a query by offering a page containing lists of
several example queries to the users. This idea was inspired by Yee et al., who described in
[YSLH03] a user interface for images with faceted metadata. A screenshot of their search
initiation screen can be seen in Figure 18. ARTigo does not use faceted metadata, but one
could manually compile a list of common tags and group them into categories: For example,
one category could be "colors", which lists tags such as “black”, “white”, “blue”, “green”,
“red” and so on. Another category could be "types of artwork", which includes “portrait”,
“still life”, “painting”, “photography”, “statue” and more. This feature would not have to
be restricted only to tags: A category "artists" could list the artists that are represented
most often in the ARTigo database; and a category "creation date" could list time periods
or several centuries, which represent time interval queries. (For example, “19th century”
would be mapped to a query for the time interval “1801-1900”.) When the user clicks on
any of the links, they are redirected to a search result page corresponding to the query they
selected. Alternatively, this initiation screen could be designed more interactively: The user
can click on several keywords, which are compiled into a single query when the user clicks
a submit button.
12

http://www.google.com/instant/, retrieved: 2015-03-17
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Figure 18: Search initiation screen of Flamenco, an image search engine based on faceted
metadata. Clicking on one of the links will initiate the search with the respective
query.
Image source: [YSLH03]

Another interesting new way to start a query could be by using similarity between artworks
instead of textual queries. A hyperlink “search for similar artworks” could be shown with
every artwork. When the user clicks this link, they are redirected to a search result page
containing artworks that are similar to the selected artwork. Different methods could be
used to determine the “similarity” between two artworks. As the ARTigo platform contains
several games with the purpose of generating tags, using this metadata would be the most
obvious choice. In [Lev13], Levushkina describes a technique and several optimizations that
can be used to calculate the similarity of different artworks based on their tags.

Result Presentation. Third, several new features could be added to the search result
presentation:
In our work, we neglected the case where a search does not yield any results at all. Currently, a simple error message is displayed stating that the query did not match any results.
This screen should be revised to offer additional support in modifying the query. For example, corrections for mis-spelled words could be suggested. When the query consists of
multiple keywords, the user interface could display how many search results would match
each keyword on its own. This way, the user can determine which keyword is at fault for
reducing the search result set too far.
The revised user interface distributes larger search result sets over multiple pages. As a
result, after the user scrolled to the bottom of a page, they have to manually switch to the
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Figure 19: Presentation of two artworks where width and heigth of the image are very
different. As a result, the thumbnails are very small and a lot of space remains
unused.
next page in order to see more results. While this is still common for many Internet search
engines, “endless scrolling” has become common amongst image search engines. These
search engines still retrieve only a certain amount of images initially, but when the user
scrolls to the bottom of the page, more images are loaded automatically. This feature could
also be applied to the ARTigo search result presentation.
Another detail that could be improved is the thumbnails of images where the width and
the height are very different from each other. The space provided for these thumbnails is
a square, and currently, the image is simply reduced in size until it fits into this square.
This works fine, as long as the width and the height are similar values. Otherwise, as
shown in Figure 19, the image becomes very small, meaning that it can become difficult to
recognize anything in the thumbnail and a lot of space is unused. In order to avoid this,
image cropping could be considered. In [SLBJ03], Suh et al. describe techniques that could
be used to crop only the less informative parts of an image.
If ARTigo ever offers games that allow to associate tags with specific regions of an image,
this data might also be used in order to zoom in on parts of the image that are especially
relevant to the search query.
We also considered including additional support for saving (as an HTML or PDF file, for
example) and/or printing the search results to a query. This would include a way to display
all search results at once, instead of only up to 100; alternate presentations of the search
results (such as an easily parsable XML file containing only the metadata); and more.

Metadata Visualization. Finally, we had several further ideas concerning our new metadata visualizations that we could not implement yet:
The tags visualization could be expanded by several additional features. For example,
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instead of only adding the tags to the query by clicking on them, we could also offer a way
to add the negation of the tag to a query (i.e., “-blue”, which matches only artworks not
tagged with “blue”).
Additionally, we originally planned to allow the user to restrict the tags depending on
which game they were created in. Bry et al. discuss in [BSS15] how the ARTigo games
were designed to generate different tags and how this affects their semantics. Adding this
feature to our search engine would allow us to analyze this effect further.
However, we encountered technical issues when we tried to configure Solr to index tags
independently for each game: When we exceeded a certain number of SQL queries listed in
our Solr configuration, the indexer stopped working completely. As we could not find any
information about our problem, we assume that this is a bug in Solr. Therefore, we had to
cancel this feature for now.
The locations visualization currently consists of a two-tiered hierarchical list. Obviously,
a more appropriate and intuitive visualization would be a map, where the locations of the
artworks are marked. As the locations in the ARTigo database are distributed over the
whole world, but some of them are also located very close to each other, this map should be
interactive. This means that the map is not a still image, but can be zoomed and scrolled.
Therefore, using the API of a service such as Google Maps or OpenStreetMap should be
considered.
The current implementation of the time visualization only allows to refine the search query
by typing into the text input field shown below the visualization. This could be improved
by allowing the user to click on the visualization itself: For example, when the user clicks
on the data point in the graph that represents the 19th century, the query is refined by the
time interval “1801-1900”.
Finally, while VisGets (described in [DCCW08], shown in Figure 2) served as an inspiration
for our visualizations, the functionality of VisGets is actually much more sophisticated.
VisGets allows to display multiple visualizations side-by-side, and interacting with one of
them influences the other visualizations as well. For example, when the user hovers their
mouse cursor over a tag in the tag cloud, the time and the location visualization highlight
the days and the locations that are associated with the same articles as the tag. A similar
functionality might be desirable for ARTigo.
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